
Model: Default (GPT-3.5) 

I'm trying to train an AI agent to beat Street Fighter II using "gym-retro" 

environment. The following is the script for how the agent make steps and get 

rewards: 

import gym 

import cv2 

import numpy as np 

import torch 

from torchvision.transforms import Normalize 

from gym.spaces import MultiBinary 

# Custom environment wrapper 

class StreetFighterCustomWrapper(gym.Wrapper): 

def __init__(self, env, win_template, lose_template, testing=False, 

threshold=0.65): 

super(StreetFighterCustomWrapper, self).__init__(env) 

self.action_space = MultiBinary(12) 

# self.win_template = win_template 

# self.lose_template = lose_template 

self.threshold = threshold 

self.game_screen_gray = None 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

# Update observation space to single-channel grayscale image 

# self.observation_space = gym.spaces.Box( 

# low=0.0, high=1.0, shape=(84, 84, 1), dtype=np.float32 

# ) 

# observation_space for mobilenet 

self.observation_space = gym.spaces.Box( 

low=0.0, high=1.0, shape=(3, 96, 96), dtype=np.float32 

) 

self.testing = testing 

# Normalize the image for MobileNetV3Small. 

self.normalize = Normalize(mean=[0.485, 0.456, 0.406], std=[0.229, 

0.224, 0.225]) 

def _preprocess_observation(self, observation): 

# self.game_screen_gray = cv2.cvtColor(observation, 

cv2.COLOR_BGR2GRAY) 

# resized_image = cv2.resize(self.game_screen_gray, (84, 84), 

interpolation=cv2.INTER_AREA) / 255.0 

# return np.expand_dims(resized_image, axis=-1) 

# # Using MobileNetV3Small. 

self.game_screen_gray = cv2.cvtColor(observation, 

cv2.COLOR_BGR2GRAY) 

resized_image = cv2.resize(observation, (96, 96), 

interpolation=cv2.INTER_AREA).astype(np.float32) / 255.0 

# Convert the NumPy array to a PyTorch tensor 

resized_image = torch.from_numpy(resized_image).permute(2, 0, 1) 

# Apply normalization 

resized_image = self.normalize(resized_image) 

# # Add a batch dimension to match the model input shape 

# # resized_image = resized_image.unsqueeze(0) 

return resized_image 

def _get_win_or_lose_bonus(self): 

if self.prev_player_health > self.prev_opponent_health: 

# print('You win!') 

return 300 

else: 

# print('You lose!') 

return -300 

def _get_reward(self): 

player_health_area = self.game_screen_gray[15:20, 32:120] 

oppoent_health_area = self.game_screen_gray[15:20, 136:224] 

# Get health points using the number of pixels above 129. 

player_health = np.sum(player_health_area > 129) / 

player_health_area.size 

opponent_health = np.sum(oppoent_health_area > 129) / 

oppoent_health_area.size 

player_health_diff = self.prev_player_health - player_health 

opponent_health_diff = self.prev_opponent_health - opponent_health 

reward = (opponent_health_diff - player_health_diff) * 200 # max would 

be 200 

# Penalty for each step without any change in health 

if opponent_health_diff <= 0.0000001: 

reward -= 12.0 / 60.0 # -12 points per second if no damage to 

opponent 

self.prev_player_health = player_health 

self.prev_opponent_health = opponent_health 

# Print the health values of the player and the opponent 

# print("Player health: %f Opponent health:%f" % (player_health, 

opponent_health)) 

return reward 

def reset(self): 

observation = self.env.reset() 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

return self._preprocess_observation(observation) 

def step(self, action): 

# observation, _, _, info = self.env.step(action) 

observation, _reward, _done, info = 

self.env.step(self.env.action_space.sample()) 

custom_reward = self._get_reward() 

custom_reward -= 1.0 / 60.0 # penalty for each step (-1 points per 

second) 

custom_done = False 

if self.prev_player_health <= 0.00001 or self.prev_opponent_health <= 

0.00001: 

custom_reward += self._get_win_or_lose_bonus() 

if not self.testing: 

custom_done = True 

else: 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

return self._preprocess_observation(observation), custom_reward, 

custom_done, info 

The training is not quite effective, as the agent didn't learn much and 

performs badly most of the time. So I'm thinking maybe my preprocessing is 

wrong. Perhaps I should use some video learning models rather than studying 

each frame. What do you suggest? Please provide code. 

It's possible that your agent isn't learning effectively because it's only 

considering single frames instead of a sequence of frames. In a game like 

Street Fighter II, it's important for the agent to learn the temporal 

dependencies between consecutive frames to make better decisions. 

One approach to capture these temporal dependencies is to use a Recurrent 

Neural Network (RNN), such as an LSTM or a GRU. You can replace the 

MobileNetV3Small with an architecture that includes an RNN layer. 

Another approach is to stack a fixed number of consecutive frames and feed 

them as input to the network. This allows the agent to learn temporal features 

implicitly. Here's a modified version of your StreetFighterCustomWrapper 

that stacks four consecutive frames: 

python Copy code 

import collections 

class StreetFighterCustomWrapper (gym.Wrapper): 

# ... 

def __init__ ( self, env, win_template, lose_template, testing= False 

# ... 

# Use a deque to store the last 4 frames 

self.frame_stack = collections.deque(maxlen= 4 ) 

# Update observation space to include 4 stacked grayscale 

self.observation_space = gym.spaces.Box( 

low= 0.0 , high= 1.0 , shape=( 4 , 84 , 84 ), dtype=np.float32 

) 

# ... 

def _preprocess_observation ( self, observation ): 

self.game_screen_gray = cv2.cvtColor(observation, cv2.COLOR_BGR2GRAY) 

resized_image = cv2.resize(self.game_screen_gray, ( 84 , 84 ), 

# Add the resized image to the frame stack 

self.frame_stack.append(resized_image) 

# Stack the last 4 frames and return the stacked frames 

stacked_frames = np.stack(self.frame_stack, axis= 0 ) 

return stacked_frames 

def reset ( self ): 

observation = self.env.reset() 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

# Clear the frame stack and add the first observation 4 times 

self.frame_stack.clear() 

for _ in range ( 4 ): 

self.frame_stack.append(self._preprocess_observation(observation)[ 

return self._preprocess_observation(observation) 

# ... 

You'll also need to modify your neural network model to accept the 4 stacked 

grayscale images as input. You can use a 3D convolutional layer, or you can 

use regular 2D convolutions with a modified input shape. 

Remember that you may need to fine-tune other aspects of your model, such 

as the learning rate, optimizer, loss function, and training loop to achieve 

better performance. You should also make sure to visualize and understand 

the rewards your agent receives during training, as this can help you identify 

potential issues with your reward function. 

Would 4 images be sufficient? Is there any better solution? 

Four images can be sufficient for some tasks, but it's not a one-size-fits-all 

solution. The optimal number of frames depends on the specific problem 

you're trying to solve and the architecture of your neural network. In some 

cases, using more frames can provide better context for the agent to make 

decisions. However, increasing the number of frames also increases the 

computational complexity and memory requirements. 

A better solution to capture the temporal dependencies without stacking a 

large number of frames is to use a combination of Convolutional Neural 

Networks (CNNs) and Recurrent Neural Networks (RNNs), such as LSTMs or 

GRUs. This hybrid architecture can effectively learn both spatial features from 

individual frames and temporal relationships between consecutive frames. 

Here's a simple example of how to create a model that combines a CNN with 

an LSTM: 

python Copy code 

import torch 

import torch.nn as nn 

class CNNEncoder (nn.Module): 

def __init__ ( self ): 

super (CNNEncoder, self).__init__() 

self.conv1 = nn.Conv2d( 1 , 32 , kernel_size= 8 , stride= 4 ) 

self.relu1 = nn.ReLU() 

self.conv2 = nn.Conv2d( 32 , 64 , kernel_size= 4 , stride= 2 ) 

self.relu2 = nn.ReLU() 

self.conv3 = nn.Conv2d( 64 , 64 , kernel_size= 3 , stride= 1 ) 

self.relu3 = nn.ReLU() 

self.fc = nn.Linear( 3136 , 512 ) 

def forward ( self, x ): 

x = self.relu1(self.conv1(x)) 

x = self.relu2(self.conv2(x)) 

x = self.relu3(self.conv3(x)) 

x = x.view(x.size( 0 ), - 1 ) 

x = self.fc(x) 

return x 

class CNNLSTM (nn.Module): 

def __init__ ( self, action_space_size ): 

super (CNNLSTM, self).__init__() 

self.encoder = CNNEncoder() 

self.lstm = nn.LSTM( 512 , 512 ) 

self.fc = nn.Linear( 512 , action_space_size) 

def forward ( self, x, hidden ): 

x = self.encoder(x) 

x, hidden = self.lstm(x.unsqueeze( 0 ), hidden) 

x = self.fc(x.squeeze( 0 )) 

return x, hidden 

def init_hidden ( self, batch_size ): 

return (torch.zeros( 1 , batch_size, 512 ), torch.zeros( 1 , batch_size, 

In this example, the class is responsible for learning spatial CNNEncoder 

features from the input frames. The class combines the CNN CNNLSTM 

encoder with an LSTM layer to learn temporal dependencies. The output of 

the CNN is fed into the LSTM, which in turn produces the final output (i.e., the 

Q-values for each action in the action space). 

To train this model, you'll need to modify your training loop to handle the 

hidden states of the LSTM and provide sequences of frames as input. The 

length of these sequences will determine how far back in time the agent can 

"see" and capture dependencies. A longer sequence length may help the 

agent learn more complex relationships, but it will also require more memory 

and computation. 

Finally, it's essential to experiment with different hyperparameters, 

architectures, and training strategies to find the best solution for your specific 

problem. The effectiveness of a particular approach may vary depending on 

the game and the chosen reward function. 

I'm trying your first suggestion of image stack of four gray images. The 

following is my custom convolutional neural network model. Please help me 

modify it to take in the image stack. 

import gym 

import torch 

import torch.nn as nn 

from stable_baselines3.common.torch_layers import BaseFeaturesExtractor 

from torchvision.models import mobilenet_v3_small 

# Custom feature extractor (CNN) 

class CustomCNN(BaseFeaturesExtractor): 

def __init__(self, observation_space: gym.Space): 

super(CustomCNN, self).__init__(observation_space, features_dim=512) 

self.cnn = nn.Sequential( 

nn.Conv2d(1, 32, kernel_size=5, stride=2, padding=0), 

nn.ReLU(), 

nn.Conv2d(32, 64, kernel_size=5, stride=2, padding=0), 

nn.ReLU(), 

nn.Conv2d(64, 64, kernel_size=3, stride=1, padding=0), 

nn.ReLU(), 

nn.Flatten(), 

nn.Linear(16384, self.features_dim), 

nn.ReLU() 

) 

def forward(self, observations: torch.Tensor) -> torch.Tensor: 

return self.cnn(observations.permute(0, 3, 1, 2)) # Swap the channel 

dimension 

To modify your custom convolutional neural network model to take in the 

stacked image input, you need to change the input channels of the first 

convolutional layer from 1 to 4, since you are now using 4 stacked grayscale 

images. Here's the updated class: CustomCNN 

python Copy code 

import gym 

import torch 

import torch.nn as nn 

from stable_baselines3.common.torch_layers import BaseFeaturesExtractor 

from torchvision.models import mobilenet_v3_small 

class CustomCNN ( BaseFeaturesExtractor ): 

def __init__ ( self, observation_space: gym.Space ): 

super (CustomCNN, self).__init__(observation_space, features_dim= 

self.cnn = nn.Sequential( 

nn.Conv2d( 4 , 32 , kernel_size= 5 , stride= 2 , padding= 0 ), 

nn.ReLU(), 

nn.Conv2d( 32 , 64 , kernel_size= 5 , stride= 2 , padding= 0 ), 

nn.ReLU(), 

nn.Conv2d( 64 , 64 , kernel_size= 3 , stride= 1 , padding= 0 ), 

nn.ReLU(), 

nn.Flatten(), 

nn.Linear( 8 * 8 * 64 , self.features_dim), # Update the 

nn.ReLU() 

) 

def forward ( self, observations: torch.Tensor ) -> torch.Tensor: 

return self.cnn(observations) 

With this modification, your custom CNN model is now ready to take in the 

stacked image input with 4 grayscale images. Make sure that the observation 

space in your is set to the correct shape: StreetFighterCustomWrapper 

for the 4 stacked grayscale images. (4, 84, 84) 

Why is the linear layer size 8*8*64 instead of 16384? 

I apologize for the confusion. The input size for the linear layer should be 

based on the output size of the previous convolutional layer. In this case, I 

made an error in calculating the output size of the last convolutional layer. 

To determine the correct input size for the linear layer, let's analyze the 

output dimensions after each convolutional layer: 

The input size is (4, 84, 84) for the 4 stacked grayscale images. 

After the first convolutional layer (kernel_size=5, stride=2, padding=0), the 

output size is (32, 40, 40). 

After the second convolutional layer (kernel_size=5, stride=2, padding=0), 

the output size is (64, 18, 18). 

After the third convolutional layer (kernel_size=3, stride=1, padding=0), 

the output size is (64, 16, 16). 

So, the correct input size for the linear layer should be 64 * 16 * 16 = 16384, 

as you initially had. Here's the corrected class: CustomCNN 

python Copy code 

import gym 

import torch 

import torch.nn as nn 

from stable_baselines3.common.torch_layers import BaseFeaturesExtractor 

from torchvision.models import mobilenet_v3_small 

class CustomCNN ( BaseFeaturesExtractor ): 

def __init__ ( self, observation_space: gym.Space ): 

super (CustomCNN, self).__init__(observation_space, features_dim= 

self.cnn = nn.Sequential( 

nn.Conv2d( 4 , 32 , kernel_size= 5 , stride= 2 , padding= 0 ), 

nn.ReLU(), 

nn.Conv2d( 32 , 64 , kernel_size= 5 , stride= 2 , padding= 0 ), 

nn.ReLU(), 

nn.Conv2d( 64 , 64 , kernel_size= 3 , stride= 1 , padding= 0 ), 

nn.ReLU(), 

nn.Flatten(), 

nn.Linear( 16384 , self.features_dim), # Correct the input 

nn.ReLU() 

) 

def forward ( self, observations: torch.Tensor ) -> torch.Tensor: 

return self.cnn(observations) 

This version of the class should work with your stacked image CustomCNN 

input of 4 grayscale images. 

import torch 

import torch.nn as nn 

class CNNEncoder(nn.Module): 

def __init__(self): 

super(CNNEncoder, self).__init__() 

self.conv1 = nn.Conv2d(1, 32, kernel_size=8, stride=4) 

self.relu1 = nn.ReLU() 

self.conv2 = nn.Conv2d(32, 64, kernel_size=4, stride=2) 

self.relu2 = nn.ReLU() 

self.conv3 = nn.Conv2d(64, 64, kernel_size=3, stride=1) 

self.relu3 = nn.ReLU() 

self.fc = nn.Linear(3136, 512) 

def forward(self, x): 

x = self.relu1(self.conv1(x)) 

x = self.relu2(self.conv2(x)) 

x = self.relu3(self.conv3(x)) 

x = x.view(x.size(0), -1) 

x = self.fc(x) 

return x 

class CNNLSTM(nn.Module): 

def __init__(self, action_space_size): 

super(CNNLSTM, self).__init__() 

self.encoder = CNNEncoder() 

self.lstm = nn.LSTM(512, 512) 

self.fc = nn.Linear(512, action_space_size) 

def forward(self, x, hidden): 

x = self.encoder(x) 

x, hidden = self.lstm(x.unsqueeze(0), hidden) 

x = self.fc(x.squeeze(0)) 

return x, hidden 

def init_hidden(self, batch_size): 

return (torch.zeros(1, batch_size, 512), torch.zeros(1, batch_size, 512)) 

This is the LSTM model I'm using. How should I modify my custom wrapper to 

use it? 

import collections 

import gym 

import cv2 

import numpy as np 

import torch 

from torchvision.transforms import Normalize 

from gym.spaces import MultiBinary 

# Custom environment wrapper 

class StreetFighterCustomWrapper(gym.Wrapper): 

def __init__(self, env, testing=False, threshold=0.65): 

super(StreetFighterCustomWrapper, self).__init__(env) 

self.action_space = MultiBinary(12) 

# Use a deque to store the last 4 frames 

self.frame_stack = collections.deque(maxlen=4) 

self.threshold = threshold 

self.game_screen_gray = None 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

# Update observation space to include 4 stacked grayscale images 

self.observation_space = gym.spaces.Box( 

low=0.0, high=1.0, shape=(4, 84, 84), dtype=np.float32 

) 

self.testing = testing 

# Normalize the image for MobileNetV3Small. 

self.normalize = Normalize(mean=[0.485, 0.456, 0.406], std=[0.229, 

0.224, 0.225]) 

def _preprocess_observation(self, observation): 

self.game_screen_gray = cv2.cvtColor(observation, 

cv2.COLOR_BGR2GRAY) 

resized_image = cv2.resize(self.game_screen_gray, (84, 84), 

interpolation=cv2.INTER_AREA) / 255.0 

# Add the resized image to the frame stack 

self.frame_stack.append(resized_image) 

# Stack the last 4 frames and return the stacked frames 

stacked_frames = np.stack(self.frame_stack, axis=0) 

return stacked_frames 

def _get_win_or_lose_bonus(self): 

if self.prev_player_health > self.prev_opponent_health: 

# print('You win!') 

return 300 

else: 

# print('You lose!') 

return -300 

def _get_reward(self): 

player_health_area = self.game_screen_gray[15:20, 32:120] 

oppoent_health_area = self.game_screen_gray[15:20, 136:224] 

# Get health points using the number of pixels above 129. 

player_health = np.sum(player_health_area > 129) / 

player_health_area.size 

opponent_health = np.sum(oppoent_health_area > 129) / 

oppoent_health_area.size 

player_health_diff = self.prev_player_health - player_health 

opponent_health_diff = self.prev_opponent_health - opponent_health 

reward = (opponent_health_diff - player_health_diff) * 200 # max would 

be 200 

# Penalty for each step without any change in health 

if opponent_health_diff <= 0.0000001: 

reward -= 12.0 / 60.0 # -12 points per second if no damage to 

opponent 

self.prev_player_health = player_health 

self.prev_opponent_health = opponent_health 

# Print the health values of the player and the opponent 

# print("Player health: %f Opponent health:%f" % (player_health, 

opponent_health)) 

return reward 

def reset(self): 

observation = self.env.reset() 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

# Clear the frame stack and add the first observation 4 times 

self.frame_stack.clear() 

for _ in range(4): 

self.frame_stack.append(self._preprocess_observation(observation) 

[0]) 

return self._preprocess_observation(observation) 

def step(self, action): 

# observation, _, _, info = self.env.step(action) 

observation, _reward, _done, info = 

self.env.step(self.env.action_space.sample()) 

custom_reward = self._get_reward() 

custom_reward -= 1.0 / 60.0 # penalty for each step (-1 points per 

second) 

custom_done = False 

if self.prev_player_health <= 0.00001 or self.prev_opponent_health <= 

0.00001: 

custom_reward += self._get_win_or_lose_bonus() 

if not self.testing: 

custom_done = True 

else: 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

return self._preprocess_observation(observation), custom_reward, 

custom_done, info 

To modify the custom wrapper to work with the CNN-LSTM model, you need 

to update the observation preprocessing to stack the frames along the 

channel axis instead of the first axis. Then, you can pass the hidden states of 

the LSTM model during the training loop. Here's the modified 

and training loop example: StreetFighterCustomWrapper 

Modified : StreetFighterCustomWrapper 

python Copy code 

class StreetFighterCustomWrapper (gym.Wrapper): 

... 

def _preprocess_observation ( self, observation ): 

self.game_screen_gray = cv2.cvtColor(observation, cv2.COLOR_BGR2GRAY) 

resized_image = cv2.resize(self.game_screen_gray, ( 84 , 84 ), 

# Add the resized image to the frame stack 

self.frame_stack.append(resized_image) 

# Stack the last 4 frames along the channel axis (1, 84, 84) 

stacked_frames = np.stack(self.frame_stack, axis= 0 )[np.newaxis, 

return stacked_frames 

... 

Example training loop: 

python Copy code 

import torch.optim as optim 

# Create the environment and wrap it 

env = gym.make( "StreetFighterIi-v0" ) 

wrapped_env = StreetFighterCustomWrapper(env) 

# Create the model 

action_space_size = wrapped_env.action_space.n 

model = CNNLSTM(action_space_size) 

# Define the optimizer 

optimizer = optim.Adam(model.parameters(), lr= 0.001 ) 

# Training loop 

num_episodes = 1000 

for episode in range (num_episodes): 

state = wrapped_env.reset() 

hidden = model.init_hidden( 1 ) # Initialize hidden states for 

done = False 

while not done: 

# Select an action 

action, hidden = model(torch.from_numpy(state). float (), hidden) 

action = action.detach().numpy() 

# Perform the action and update the state 

next_state, reward, done, _ = wrapped_env.step(action) 

# Update the model using the experience 

optimizer.zero_grad() 

loss = -reward # Define a custom loss function (e.g., negative 

loss.backward() 

optimizer.step() 

state = next_state 

wrapped_env.close() 

This example training loop updates the model using the negative reward as 

the loss function. You may want to modify the loss function or use a different 

learning algorithm depending on your specific problem and requirements. 

The following is my training script. Please show me how I should modify it. 

import os 

import random 

import gym 

import cv2 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.vec_env import SubprocVecEnv 

from stable_baselines3.common.preprocessing import is_image_space, 

is_image_space_channels_first 

from stable_baselines3.common.callbacks import BaseCallback, 

CheckpointCallback 

from cnn_lstm import CustomCNN 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RandomOpponentChangeCallback(BaseCallback): 

def __init__(self, stages, opponent_interval, verbose=0): 

super(RandomOpponentChangeCallback, self).__init__(verbose) 

self.stages = stages 

self.opponent_interval = opponent_interval 

def _on_step(self) -> bool: 

if self.n_calls % self.opponent_interval == 0: 

new_state = random.choice(self.stages) 

print("\nCurrent state:", new_state) 

self.training_env.env_method("load_state", new_state, indices=None) 

return True 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def main(): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen", 

"ChampionX.Level2.ChunLiVsChunLi", 

"ChampionX.Level3.ChunLiVsZangief", 

"ChampionX.Level4.ChunLiVsDhalsim", 

"ChampionX.Level5.ChunLiVsRyu", 

"ChampionX.Level6.ChunLiVsEHonda", 

"ChampionX.Level7.ChunLiVsBlanka", 

"ChampionX.Level8.ChunLiVsGuile", 

"ChampionX.Level9.ChunLiVsBalrog", 

"ChampionX.Level10.ChunLiVsVega", 

"ChampionX.Level11.ChunLiVsSagat", 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty level 8. 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': CustomCNN 

} 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

# Set the save directory 

save_dir = "trained_models" 

os.makedirs(save_dir, exist_ok=True) 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 
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To modify the training script to work with the CNN-LSTM model, you need to 

make the following changes: 

Import the class from your module. CNNLSTM cnn_lstm 

Replace the feature extractor with the model. CustomCNN CNNLSTM 

Adjust the policy kwargs to work with the model. CNNLSTM 

Update the model creation to use the model in the PPO CNNLSTM 

algorithm. 

Here's the modified training script: 

python Copy code 

from cnn_lstm import CNNLSTM 

# ... Other imports and class definitions ... 

def main (): 

# ... Setup environment and model ... 

num_envs = 8 

env = SubprocVecEnv([make_env(game, state_stages[ 0 ], seed=i) for 

# Using CNNLSTM as the policy 

policy_kwargs = { 

'net_arch' : [ 

{ 

'pi' : [], 

'vf' : [] 

} 

], 

'cnn_lstm' : CNNLSTM(action_space_size= 12 ) 

} 

model = PPO( 

"CnnPolicy" , 

env, 

device= "cuda" , 

policy_kwargs=policy_kwargs, 

verbose= 1 , 

n_steps= 5400 , 

batch_size= 64 , 

n_epochs= 10 , 

learning_rate= 0.0003 , 

ent_coef= 0.01 , 

clip_range= 0.2 , 

clip_range_vf= None , 

gamma= 0.99 , 

gae_lambda= 0.95 , 

max_grad_norm= 0.5 , 

use_sde= False , 

sde_sample_freq=- 1 

) 

# ... Set up callbacks and training ... 

if __name__ == "__main__" : 

main() 

Please note that this modification assumes you have already integrated the 

model into the of Stable Baselines 3. If you haven't CNNLSTM CnnPolicy 

done that yet, you will need to create a custom policy that uses the 

model. CNNLSTM 

So you are using a stack of four images here. Is that enough to beat the 

Street Fighter II game? Would 8 or even 60 be better? 

Using a stack of four images is a common practice in training deep 

reinforcement learning models for games like Atari and should work 

reasonably well for Street Fighter II. The idea behind using a stack of images 

is to provide the model with some information about the recent history of the 

game, allowing it to infer motion and react to changes in the environment. 

While using a larger stack, like 8 or even 60, may provide more information 

about the game's history, it is not guaranteed to significantly improve the 

model's performance. In fact, it may introduce more computational overhead 

and make training slower without a substantial increase in performance. 

Additionally, an LSTM layer has been included in the model, which can help 

capture the temporal dependencies in the data. 

You can start with a stack of 4 images and see how well the model performs. 

If you find that the model's performance is not satisfactory, you can 

experiment with a larger stack. However, it is essential to keep in mind the 

trade-off between increased complexity and potential improvement in 

performance. 

import time 

import cv2 

import torch 

import gym 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.vec_env import DummyVecEnv 

from cnn_lstm import CustomCNN 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

def make_env(game, state, seed=0): 

def _init(): 

win_template = cv2.imread('images/pattern_win_gray.png', 

cv2.IMREAD_GRAYSCALE) 

lose_template = cv2.imread('images/pattern_lose_gray.png', 

cv2.IMREAD_GRAYSCALE) 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env, win_template, lose_template, 

testing=True) 

# env.seed(seed) 

return env 

return _init 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"Champion.Level1.ChunLiVsGuile", 

"Champion.Level2.ChunLiVsKen", 

"Champion.Level3.ChunLiVsChunLi", 

"Champion.Level4.ChunLiVsZangief", 

"Champion.Level5.ChunLiVsDhalsim", 

"Champion.Level6.ChunLiVsRyu", 

"Champion.Level7.ChunLiVsEHonda", 

"Champion.Level8.ChunLiVsBlanka", 

"Champion.Level9.ChunLiVsBalrog", 

"Champion.Level10.ChunLiVsVega", 

"Champion.Level11.ChunLiVsSagat", 

"Champion.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

env = make_env(game, state_stages[0])() 

# Wrap the environment 

env = DummyVecEnv([lambda: env]) 

policy_kwargs = { 

'features_extractor_class': CustomCNN 

} 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1 

) 

model.load(r"trained_models_cv_mobilenet_time_penalty/ppo_chunli_1296000_steps") 

obs = env.reset() 

done = False 

while True: 

timestamp = time.time() 

action, _ = model.predict(obs) 

obs, rewards, done, info = env.step(action) 

env.render() 

render_time = time.time() - timestamp 

if render_time < 0.0111: 

time.sleep(0.0111 - render_time) # Add a delay for 90 FPS 

# env.close() 

Please help me modify the test script to use the new LSTM model 

To modify the test script to use the new LSTM model, you need to load the 

CNNLSTM model instead of the CustomCNN model. Here's the modified test 

script: 

python Copy code 

import time 

import cv2 

import torch 

import gym 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.vec_env import DummyVecEnv 

from cnn_lstm import CNNLSTM, CNNEncoder 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

def make_env ( game, state, seed= 0 ): 

def _init (): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env, testing= True ) 

return env 

return _init 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

# Add stages as necessary 

] 

env = make_env(game, state_stages[ 0 ])() 

# Wrap the environment 

env = DummyVecEnv([ lambda : env]) 

policy_kwargs = { 

'features_extractor_class' : CNNEncoder, 

'net_arch' : [ 512 , 'lstm' ] 

} 

model = PPO( 

"CnnPolicy" , 

env, 

device= "cuda" , 

policy_kwargs=policy_kwargs, 

verbose= 1 

) 

model.load( "trained_models/your_model_file_name" ) 

obs = env.reset() 

done = False 

while True : 

timestamp = time.time() 

action, _ = model.predict(obs) 

obs, rewards, done, info = env.step(action) 

env.render() 

render_time = time.time() - timestamp 

if render_time < 0.0111 : 

time.sleep( 0.0111 - render_time) # Add a delay for 90 FPS 

# env.close() 

Replace the path to the trained model file with the correct path to your LSTM 

model. Ensure that you have saved the LSTM model using the same PPO 

wrapper during the training process. 

So what's the difference between using an LSTM and directly use a four- 

image-stack? 

Using an LSTM and directly using a four-image-stack are two different 

approaches to handling temporal information in sequential decision-making 

tasks like playing a game. Let's break down the differences between these 

two methods: 

Four-image-stack: 

In this approach, a stack of multiple consecutive frames (usually 4) is used 

as input to the model, which allows the model to capture some temporal 

information across these frames. The model can then learn to detect 

motion and changes between frames to some extent. The primary 

advantage of this method is its simplicity; it is easy to implement and 

requires fewer modifications to the existing model architecture. However, 

the model's ability to capture temporal information is limited to the number 

of stacked frames, and it might not be sufficient for more complex tasks 

where longer-term dependencies are crucial. 

LSTM: 

LSTMs (Long Short-Term Memory) are a type of recurrent neural network 

(RNN) designed to handle sequences of data and learn long-term 

dependencies. They can capture temporal information over longer time 

scales, which can be essential for more complex tasks. By incorporating 

an LSTM layer into the model architecture, the model can learn to store 

and access information from previous time steps, allowing it to make 

better decisions based on the entire history of observed states. The main 

advantage of using an LSTM is its ability to model long-term dependencies 

and learn from sequences of variable length. However, LSTMs can be 

more computationally expensive and harder to train compared to simpler 

models like the four-image-stack. 

In summary, using an LSTM can provide better modeling of long-term 

dependencies and handle more complex tasks, while directly using a four- 

image-stack is simpler and can capture only limited temporal information. The 

choice between these methods depends on the specific problem and the 

required level of complexity. 

However, if you only stack four images for the LSTM, then you are not utilizing 

its strength of retain more temporal information. Perhaps you should go with 

more images for the LSTM than four. 

You are correct that using only four images for the LSTM may not fully 

leverage its ability to capture longer-term temporal dependencies. To make 

better use of the LSTM's strengths, you can use a larger sequence of images 

as input. 

For example, you could use a sequence of 8, 16, or even more images as 

input to the LSTM. This would allow the model to learn from a more extended 

history of observed states, which could lead to improved decision-making in 

complex tasks. 

Keep in mind that using a larger sequence length will increase the 

computational cost of training and inference, as the model will need to 

process more data at each time step. You may need to experiment with 

different sequence lengths to find the optimal balance between capturing 

long-term dependencies and computational efficiency for your specific task. 

import torch 

import torch.nn as nn 

class CNNEncoder(nn.Module): 

def __init__(self): 

super(CNNEncoder, self).__init__() 

self.conv1 = nn.Conv2d(1, 32, kernel_size=5, stride=2) 

self.relu1 = nn.ReLU() 

self.conv2 = nn.Conv2d(32, 64, kernel_size=5, stride=2) 

self.relu2 = nn.ReLU() 

self.conv3 = nn.Conv2d(64, 64, kernel_size=3, stride=1) 

self.relu3 = nn.ReLU() 

self.fc = nn.Linear(3136, 512) 

def forward(self, x): 

x = self.relu1(self.conv1(x)) 

x = self.relu2(self.conv2(x)) 

x = self.relu3(self.conv3(x)) 

x = x.view(x.size(0), -1) 

x = self.fc(x) 

return x 

class CNNLSTM(nn.Module): 

def __init__(self, action_space_size): 

super(CNNLSTM, self).__init__() 

self.encoder = CNNEncoder() 

self.lstm = nn.LSTM(512, 512) 

self.fc = nn.Linear(512, action_space_size) 

def forward(self, x, hidden): 

x = self.encoder(x) 

x, hidden = self.lstm(x.unsqueeze(0), hidden) 

x = self.fc(x.squeeze(0)) 

return x, hidden 

def init_hidden(self, batch_size): 

return (torch.zeros(1, batch_size, 512), torch.zeros(1, batch_size, 512)) 

I think the linear layer size of 3136 in "CNNEncoder" is not correct. Besides, if 

I'm using a stack of 16 images, how should I modify this model script? 

You are correct that the output size of the linear layer may not be correct. The 

output size of the linear layer depends on the input dimensions and the 

previous convolutional layers. You'll need to adjust the model to handle a 

stack of 16 images. Here's the updated model script: 

python Copy code 

import torch 

import torch.nn as nn 

class CNNEncoder (nn.Module): 

def __init__ ( self ): 

super (CNNEncoder, self).__init__() 

self.conv1 = nn.Conv2d( 16 , 32 , kernel_size= 5 , stride= 2 ) 

self.relu1 = nn.ReLU() 

self.conv2 = nn.Conv2d( 32 , 64 , kernel_size= 5 , stride= 2 ) 

self.relu2 = nn.ReLU() 

self.conv3 = nn.Conv2d( 64 , 64 , kernel_size= 3 , stride= 1 ) 

self.relu3 = nn.ReLU() 

# Compute the output size of the last convolutional layer 

dummy_input = torch.zeros( 1 , 16 , 84 , 84 ) 

dummy_output = self.relu3(self.conv3(self.relu2(self.conv2(self.relu1(self.conv1(dummy_input)))))) 

output_size = dummy_output.view(dummy_output.size( 0 ), - 1 ).size( 

self.fc = nn.Linear(output_size, 512 ) 

def forward ( self, x ): 

x = self.relu1(self.conv1(x)) 

x = self.relu2(self.conv2(x)) 

x = self.relu3(self.conv3(x)) 

x = x.view(x.size( 0 ), - 1 ) 

x = self.fc(x) 

return x 

class CNNLSTM (nn.Module): 

def __init__ ( self, action_space_size ): 

super (CNNLSTM, self).__init__() 

self.encoder = CNNEncoder() 

self.lstm = nn.LSTM( 512 , 512 ) 

self.fc = nn.Linear( 512 , action_space_size) 

def forward ( self, x, hidden ): 

x = self.encoder(x) 

x, hidden = self.lstm(x.unsqueeze( 0 ), hidden) 

x = self.fc(x.squeeze( 0 )) 

return x, hidden 

def init_hidden ( self, batch_size ): 

return (torch.zeros( 1 , batch_size, 512 ), torch.zeros( 1 , batch_size, 

In the class, I changed the input channel count of the first CNNEncoder 

convolutional layer from 1 to 16 to accommodate the stack of 16 images. Also, 

I added a piece of code to automatically compute the output size of the last 

convolutional layer, which will then be used as the input size for the linear 

layer. This approach makes the model more flexible and adaptable to different 

input sizes or architectures. 

import os 

import random 

import gym 

import cv2 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.vec_env import SubprocVecEnv 

from stable_baselines3.common.callbacks import BaseCallback, 

CheckpointCallback 

from cnn_lstm import CNNLSTM 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RandomOpponentChangeCallback(BaseCallback): 

def __init__(self, stages, opponent_interval, verbose=0): 

super(RandomOpponentChangeCallback, self).__init__(verbose) 

self.stages = stages 

self.opponent_interval = opponent_interval 

def _on_step(self) -> bool: 

if self.n_calls % self.opponent_interval == 0: 

new_state = random.choice(self.stages) 

print("\nCurrent state:", new_state) 

self.training_env.env_method("load_state", new_state, indices=None) 

return True 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def main(): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen", 

"ChampionX.Level2.ChunLiVsChunLi", 

"ChampionX.Level3.ChunLiVsZangief", 

"ChampionX.Level4.ChunLiVsDhalsim", 

"ChampionX.Level5.ChunLiVsRyu", 

"ChampionX.Level6.ChunLiVsEHonda", 

"ChampionX.Level7.ChunLiVsBlanka", 

"ChampionX.Level8.ChunLiVsGuile", 

"ChampionX.Level9.ChunLiVsBalrog", 

"ChampionX.Level10.ChunLiVsVega", 

"ChampionX.Level11.ChunLiVsSagat", 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty level 8. 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': 

CNNLSTM(action_space_size=env.action_space.n) 

} 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

# Set the save directory 

save_dir = "trained_models" 

os.makedirs(save_dir, exist_ok=True) 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 

The script returns the following error: 

Traceback (most recent call last): 

File ".\train.py", line 111, in <module> 

main() 

File ".\train.py", line 71, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 699, in __init__ 

super(ActorCriticCnnPolicy, self).__init__( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 426, in __init__ 

self.features_extractor = features_extractor_class(self.observation_space, 

**self.features_extractor_kwargs) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\nn\modules\module.py", line 1051, in _call_impl 

return forward_call(*input, **kwargs) 

TypeError: forward() missing 1 required positional argument: 'hidden' 

The issue is that the custom CNN-LSTM model is being passed as the 

, but it should be passed as a custom policy. features_extractor_class 

The should only be the . To fix features_extractor_class CNNEncoder 

this, you need to create a custom policy that uses the model and CNNLSTM 

pass it to the class. PPO 

Here's how you can create a custom policy and pass it to the PPO class: 

Create a custom policy class that inherits from and ActorCriticPolicy 

uses the model: CNNLSTM 

python Copy code 

from stable_baselines3.common.policies import ActorCriticPolicy 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

super (CustomPolicy, self).__init__(*args, **kwargs, net_arch=[CNNLSTM(action_space_size=self.action_space.n)]) 

Pass the custom policy to the PPO class: 

python Copy code 

model = PPO( 

CustomPolicy, 

env, 

device= "cuda" , 

verbose= 1 , 

n_steps= 5400 , 

batch_size= 64 , 

n_epochs= 10 , 

learning_rate= 0.0003 , 

ent_coef= 0.01 , 

clip_range= 0.2 , 

clip_range_vf= None , 

gamma= 0.99 , 

gae_lambda= 0.95 , 

max_grad_norm= 0.5 , 

use_sde= False , 

sde_sample_freq=- 1 

) 

With these changes, the custom policy should now work correctly with the 

PPO class. 

Here's the complete function after making the changes: main 

python Copy code 

def main (): 

... 

env = SubprocVecEnv([make_env(game, state_stages[ 0 ], seed=i) for 

# Create a custom policy that uses the CNNLSTM model 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

super (CustomPolicy, self).__init__(*args, **kwargs, net_arch=[CNNLSTM(action_space_size=self.action_space.n)]) 

model = PPO( 

CustomPolicy, 

env, 

device= "cuda" , 

verbose= 1 , 

n_steps= 5400 , 

batch_size= 64 , 

n_epochs= 10 , 

learning_rate= 0.0003 , 

ent_coef= 0.01 , 

clip_range= 0.2 , 

clip_range_vf= None , 

gamma= 0.99 , 

gae_lambda= 0.95 , 

max_grad_norm= 0.5 , 

use_sde= False , 

sde_sample_freq=- 1 

) 

... 

Now the script should work correctly without raising any errors. 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 116, in <module> 

main() 

File ".\train.py", line 76, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 31, in __init__ 

super(CustomPolicy, self).__init__(*args, **kwargs, net_arch= 

[CNNLSTM(action_space_size=self.action_space.n)]) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\nn\modules\module.py", line 1130, in __getattr__ 

raise AttributeError("'{}' object has no attribute '{}'".format( 

AttributeError: 'CustomPolicy' object has no attribute 'action_space' 

Apologies for the oversight. It seems that the attribute is not action_space 

available at that point in the constructor. To fix this, you can use the kwargs 

dictionary to access the . Modify the class action_space CustomPolicy 

as follows: 

python Copy code 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

action_space = kwargs.get( "action_space" ) 

super (CustomPolicy, self).__init__(*args, **kwargs, net_arch=[CNNLSTM(action_space_size=action_space.n)]) 

Now the function should look like this: main 

python Copy code 

def main (): 

... 

env = SubprocVecEnv([make_env(game, state_stages[ 0 ], seed=i) for 

# Create a custom policy that uses the CNNLSTM model 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

action_space = kwargs.get( "action_space" ) 

super (CustomPolicy, self).__init__(*args, **kwargs, net_arch=[CNNLSTM(action_space_size=action_space.n)]) 

model = PPO( 

CustomPolicy, 

env, 

device= "cuda" , 

verbose= 1 , 

n_steps= 5400 , 

batch_size= 64 , 

n_epochs= 10 , 

learning_rate= 0.0003 , 

ent_coef= 0.01 , 

clip_range= 0.2 , 

clip_range_vf= None , 

gamma= 0.99 , 

gae_lambda= 0.95 , 

max_grad_norm= 0.5 , 

use_sde= False , 

sde_sample_freq=- 1 

) 

... 

This should resolve the AttributeError issue. 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 117, in <module> 

main() 

File ".\train.py", line 77, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 32, in __init__ 

super(CustomPolicy, self).__init__(*args, **kwargs, net_arch= 

[CNNLSTM(action_space_size=action_space.n)]) 

AttributeError: 'NoneType' object has no attribute 'n' 

I apologize for the confusion. We need to pass the to the parent kwargs 

class constructor after modifying the parameter. Here's the net_arch 

corrected version of the class: CustomPolicy 

python Copy code 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

action_space = kwargs.pop( "action_space" ) 

net_arch = [CNNLSTM(action_space_size=action_space.n)] 

super (CustomPolicy, self).__init__(*args, **kwargs, net_arch=net_arch) 

Now the function should look like this: main 

python Copy code 

def main (): 

... 

env = SubprocVecEnv([make_env(game, state_stages[ 0 ], seed=i) for 

# Create a custom policy that uses the CNNLSTM model 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

action_space = kwargs.pop( "action_space" ) 

net_arch = [CNNLSTM(action_space_size=action_space.n)] 

super (CustomPolicy, self).__init__(*args, **kwargs, net_arch=net_arch) 

model = PPO( 

CustomPolicy, 

env, 

device= "cuda" , 

verbose= 1 , 

n_steps= 5400 , 

batch_size= 64 , 

n_epochs= 10 , 

learning_rate= 0.0003 , 

ent_coef= 0.01 , 

clip_range= 0.2 , 

clip_range_vf= None , 

gamma= 0.99 , 

gae_lambda= 0.95 , 

max_grad_norm= 0.5 , 

use_sde= False , 

sde_sample_freq=- 1 

) 

... 

This should resolve the AttributeError issue. 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 118, in <module> 

main() 

File ".\train.py", line 78, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 69, in __init__ 

action_space = kwargs.pop("action_space") 

KeyError: 'action_space' 

My apologies for the oversight. It appears that the parameter action_space 

is not being passed as part of . Instead, you can directly access the kwargs 

attribute of the parameter. action_space observation_space 

Here's the updated class: CustomPolicy 

python Copy code 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

observation_space = kwargs.get( "observation_space" ) 

action_space = observation_space.action_space 

net_arch = [CNNLSTM(action_space_size=action_space.n)] 

super (CustomPolicy, self).__init__(*args, **kwargs, net_arch=net_arch) 

With this change, the AttributeError should be resolved, and the script should 

run without any issues. 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 119, in <module> 

main() 

File ".\train.py", line 79, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 70, in __init__ 

action_space = observation_space.action_space 

AttributeError: 'NoneType' object has no attribute 'action_space' 

I apologize for my previous mistake. It looks like I made an error in my 

response. In the class, the attribute should CustomPolicy action_space 

be accessed directly from the class, which is the parent class BasePolicy 

of the class. To fix this, please modify the ActorCriticPolicy 

class as follows: CustomPolicy 

python Copy code 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

super (CustomPolicy, self).__init__(*args, **kwargs) 

action_space = self.action_space 

net_arch = [CNNLSTM(action_space_size=action_space.n)] 

self.features_extractor = net_arch[ 0 ] 

This change should resolve the AttributeError and allow the script to run 

without issues. 

import os 

import random 

import gym 

import cv2 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.policies import ActorCriticPolicy 

from stable_baselines3.common.vec_env import SubprocVecEnv 

from stable_baselines3.common.callbacks import BaseCallback, 

CheckpointCallback 

from cnn_lstm import CNNLSTM, CNNEncoder 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RandomOpponentChangeCallback(BaseCallback): 

def __init__(self, stages, opponent_interval, verbose=0): 

super(RandomOpponentChangeCallback, self).__init__(verbose) 

self.stages = stages 

self.opponent_interval = opponent_interval 

def _on_step(self) -> bool: 

if self.n_calls % self.opponent_interval == 0: 

new_state = random.choice(self.stages) 

print("\nCurrent state:", new_state) 

self.training_env.env_method("load_state", new_state, indices=None) 

return True 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def main(): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen", 

"ChampionX.Level2.ChunLiVsChunLi", 

"ChampionX.Level3.ChunLiVsZangief", 

"ChampionX.Level4.ChunLiVsDhalsim", 

"ChampionX.Level5.ChunLiVsRyu", 

"ChampionX.Level6.ChunLiVsEHonda", 

"ChampionX.Level7.ChunLiVsBlanka", 

"ChampionX.Level8.ChunLiVsGuile", 

"ChampionX.Level9.ChunLiVsBalrog", 

"ChampionX.Level10.ChunLiVsVega", 

"ChampionX.Level11.ChunLiVsSagat", 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty level 8. 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

class CustomPolicy(ActorCriticPolicy): 

def __init__(self, *args, **kwargs): 

super(CustomPolicy, self).__init__(*args, **kwargs) 

action_space = self.action_space 

net_arch = [CNNLSTM(action_space_size=action_space.n)] 

self.features_extractor = net_arch[0] 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': CNNEncoder 

} 

model = PPO( 

CustomPolicy, 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

# Set the save directory 

save_dir = "trained_models" 

os.makedirs(save_dir, exist_ok=True) 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 

It reported the following errors: 

Traceback (most recent call last): 

File ".\train.py", line 119, in <module> 

main() 

File ".\train.py", line 79, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 69, in __init__ 

super(CustomPolicy, self).__init__(*args, **kwargs) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 426, in __init__ 

self.features_extractor = features_extractor_class(self.observation_space, 

**self.features_extractor_kwargs) 

TypeError: __init__() takes 1 positional argument but 2 were given 

I apologize for the confusion caused by my previous responses. It appears 

that I missed a small detail in the . The policy_kwargs 

should be instead of . features_extractor_class CNNLSTM CNNEncoder 

Please update the in your function as shown policy_kwargs main() 

below: 

python Copy code 

policy_kwargs = { 

'features_extractor_class' : CNNLSTM 

} 

This change should resolve the TypeError and allow the script to run without 

issues. 

import torch 

import torch.nn as nn 

class CNNEncoder(nn.Module): 

def __init__(self): 

super(CNNEncoder, self).__init__() 

self.conv1 = nn.Conv2d(16, 32, kernel_size=5, stride=2) 

self.relu1 = nn.ReLU() 

self.conv2 = nn.Conv2d(32, 64, kernel_size=5, stride=2) 

self.relu2 = nn.ReLU() 

self.conv3 = nn.Conv2d(64, 64, kernel_size=3, stride=1) 

self.relu3 = nn.ReLU() 

self.fc = nn.Linear(16384, 512) 

def forward(self, x): 

x = self.relu1(self.conv1(x)) 

x = self.relu2(self.conv2(x)) 

x = self.relu3(self.conv3(x)) 

x = x.view(x.size(0), -1) 

x = self.fc(x) 

return x 

class CNNLSTM(nn.Module): 

def __init__(self, action_space_size): 

super(CNNLSTM, self).__init__() 

self.encoder = CNNEncoder() 

self.lstm = nn.LSTM(512, 512) 

self.fc = nn.Linear(512, action_space_size) 

def forward(self, x, hidden): 

x = self.encoder(x) 

x, hidden = self.lstm(x.unsqueeze(0), hidden) 

x = self.fc(x.squeeze(0)) 

return x, hidden 

def init_hidden(self, batch_size): 

return (torch.zeros(1, batch_size, 512), torch.zeros(1, batch_size, 512)) 

The model and the training script returned the following errors: 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 119, in <module> 

main() 

File ".\train.py", line 79, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 69, in __init__ 

super(CustomPolicy, self).__init__(*args, **kwargs) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 426, in __init__ 

self.features_extractor = features_extractor_class(self.observation_space, 

**self.features_extractor_kwargs) 

File "C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm\cnn_lstm.py", line 28, in __init__ 

self.fc = nn.Linear(512, action_space_size) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\nn\modules\linear.py", line 81, in __init__ 

self.weight = Parameter(torch.empty((out_features, in_features), 

**factory_kwargs)) 

TypeError: empty() received an invalid combination of arguments - got (tuple, 

dtype=NoneType, device=NoneType), but expected one of: 

* (tuple of ints size, *, tuple of names names, torch.memory_format 

memory_format, torch.dtype dtype, torch.layout layout, torch.device device, 

bool pin_memory, bool requires_grad) 

* (tuple of ints size, *, torch.memory_format memory_format, Tensor out, 

torch.dtype dtype, torch.layout layout, torch.device device, bool pin_memory, 

bool requires_grad) 

My apologies for the confusion. It appears that I misunderstood the structure 

of your model earlier. Here's how to properly integrate the CNNLSTM model 

with the stable-baselines3 policy. 

First, we need to modify your class. We'll remove the CNNLSTM 

parameter and the final fully connected layer, as it will action_space_size 

be handled by the policy in stable-baselines3. 

python Copy code 

class CNNLSTM (nn.Module): 

def __init__ ( self ): 

super (CNNLSTM, self).__init__() 

self.encoder = CNNEncoder() 

self.lstm = nn.LSTM( 512 , 512 ) 

def forward ( self, x, hidden ): 

x = self.encoder(x) 

x, hidden = self.lstm(x.unsqueeze( 0 ), hidden) 

return x.squeeze( 0 ), hidden 

def init_hidden ( self, batch_size ): 

return (torch.zeros( 1 , batch_size, 512 ), torch.zeros( 1 , batch_size, 

Now, let's update the class in your function. We'll CustomPolicy main() 

set the model as the and pass the CNNLSTM features_extractor 

argument to the : features_dim ActorCriticPolicy 

python Copy code 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

super (CustomPolicy, self).__init__(*args, **kwargs, 

features_extractor_class=CNNLSTM, 

features_extractor_kwargs={}, 

features_dim= 512 ) 

self.features_extractor = CNNLSTM() 

These changes should resolve the TypeError, and your script should be able 

to run without any issues. 

import os 

import random 

import gym 

import cv2 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.policies import ActorCriticPolicy 

from stable_baselines3.common.vec_env import SubprocVecEnv 

from stable_baselines3.common.callbacks import BaseCallback, 

CheckpointCallback 

from cnn_lstm import CNNLSTM, CNNEncoder 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RandomOpponentChangeCallback(BaseCallback): 

def __init__(self, stages, opponent_interval, verbose=0): 

super(RandomOpponentChangeCallback, self).__init__(verbose) 

self.stages = stages 

self.opponent_interval = opponent_interval 

def _on_step(self) -> bool: 

if self.n_calls % self.opponent_interval == 0: 

new_state = random.choice(self.stages) 

print("\nCurrent state:", new_state) 

self.training_env.env_method("load_state", new_state, indices=None) 

return True 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def main(): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen", 

"ChampionX.Level2.ChunLiVsChunLi", 

"ChampionX.Level3.ChunLiVsZangief", 

"ChampionX.Level4.ChunLiVsDhalsim", 

"ChampionX.Level5.ChunLiVsRyu", 

"ChampionX.Level6.ChunLiVsEHonda", 

"ChampionX.Level7.ChunLiVsBlanka", 

"ChampionX.Level8.ChunLiVsGuile", 

"ChampionX.Level9.ChunLiVsBalrog", 

"ChampionX.Level10.ChunLiVsVega", 

"ChampionX.Level11.ChunLiVsSagat", 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty level 8. 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

class CustomPolicy(ActorCriticPolicy): 

def __init__(self, *args, **kwargs): 

super(CustomPolicy, self).__init__(*args, **kwargs, 

features_extractor_class=CNNLSTM, 

features_extractor_kwargs={}, 

features_dim=512) 

self.features_extractor = CNNLSTM() 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': CNNLSTM 

} 

model = PPO( 

CustomPolicy, 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

# Set the save directory 

save_dir = "trained_models" 

os.makedirs(save_dir, exist_ok=True) 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 

Traceback (most recent call last): 

File ".\train.py", line 121, in <module> 

main() 

File ".\train.py", line 81, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 69, in __init__ 

super(CustomPolicy, self).__init__(*args, **kwargs, 

TypeError: __init__() got multiple values for keyword argument 

'features_extractor_class' 

My apologies for the oversight. It looks like the dictionary is policy_kwargs 

causing the issue since the is being provided features_extractor_class 

twice. You can remove the dictionary and the related policy_kwargs 

argument in the PPO initialization since the is features_extractor_class 

already provided within the class definition. CustomPolicy 

Here's the corrected part of your function: main() 

python Copy code 

model = PPO( 

CustomPolicy, 

env, 

device= "cuda" , 

verbose= 1 , 

n_steps= 5400 , 

batch_size= 64 , 

n_epochs= 10 , 

learning_rate= 0.0003 , 

ent_coef= 0.01 , 

clip_range= 0.2 , 

clip_range_vf= None , 

gamma= 0.99 , 

gae_lambda= 0.95 , 

max_grad_norm= 0.5 , 

use_sde= False , 

sde_sample_freq=- 1 

) 

This should resolve the TypeError, and your script should be able to run 

without any issues. 

import os 

import random 

import gym 

import cv2 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.policies import ActorCriticPolicy 

from stable_baselines3.common.vec_env import SubprocVecEnv 

from stable_baselines3.common.callbacks import BaseCallback, 

CheckpointCallback 

from cnn_lstm import CNNLSTM, CNNEncoder 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RandomOpponentChangeCallback(BaseCallback): 

def __init__(self, stages, opponent_interval, verbose=0): 

super(RandomOpponentChangeCallback, self).__init__(verbose) 

self.stages = stages 

self.opponent_interval = opponent_interval 

def _on_step(self) -> bool: 

if self.n_calls % self.opponent_interval == 0: 

new_state = random.choice(self.stages) 

print("\nCurrent state:", new_state) 

self.training_env.env_method("load_state", new_state, indices=None) 

return True 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def main(): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen", 

"ChampionX.Level2.ChunLiVsChunLi", 

"ChampionX.Level3.ChunLiVsZangief", 

"ChampionX.Level4.ChunLiVsDhalsim", 

"ChampionX.Level5.ChunLiVsRyu", 

"ChampionX.Level6.ChunLiVsEHonda", 

"ChampionX.Level7.ChunLiVsBlanka", 

"ChampionX.Level8.ChunLiVsGuile", 

"ChampionX.Level9.ChunLiVsBalrog", 

"ChampionX.Level10.ChunLiVsVega", 

"ChampionX.Level11.ChunLiVsSagat", 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty level 8. 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

class CustomPolicy(ActorCriticPolicy): 

def __init__(self, *args, **kwargs): 

super(CustomPolicy, self).__init__(*args, **kwargs, 

features_extractor_class=CNNLSTM, 

features_extractor_kwargs={}, 

features_dim=512) 

self.features_extractor = CNNLSTM() 

model = PPO( 

CustomPolicy, 

env, 

device="cuda", 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

# Set the save directory 

save_dir = "trained_models" 

os.makedirs(save_dir, exist_ok=True) 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 115, in <module> 

main() 

File ".\train.py", line 76, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 69, in __init__ 

super(CustomPolicy, self).__init__(*args, **kwargs, 

TypeError: __init__() got an unexpected keyword argument 'features_dim' 

Apologies for the confusion earlier. The 'features_dim' argument should be 

inside the 'features_extractor_kwargs' dictionary. Here's the corrected part of 

the class definition: CustomPolicy 

python Copy code 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

super (CustomPolicy, self).__init__(*args, **kwargs, 

features_extractor_class=CNNLSTM, 

features_extractor_kwargs={ 

self.features_extractor = CNNLSTM() 

This should resolve the TypeError, and your script should be able to run 

without any issues. 

import os 

import random 

import gym 

import cv2 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.policies import ActorCriticPolicy 

from stable_baselines3.common.vec_env import SubprocVecEnv 

from stable_baselines3.common.callbacks import BaseCallback, 

CheckpointCallback 

from cnn_lstm import CNNLSTM, CNNEncoder 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RandomOpponentChangeCallback(BaseCallback): 

def __init__(self, stages, opponent_interval, verbose=0): 

super(RandomOpponentChangeCallback, self).__init__(verbose) 

self.stages = stages 

self.opponent_interval = opponent_interval 

def _on_step(self) -> bool: 

if self.n_calls % self.opponent_interval == 0: 

new_state = random.choice(self.stages) 

print("\nCurrent state:", new_state) 

self.training_env.env_method("load_state", new_state, indices=None) 

return True 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def main(): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen", 

"ChampionX.Level2.ChunLiVsChunLi", 

"ChampionX.Level3.ChunLiVsZangief", 

"ChampionX.Level4.ChunLiVsDhalsim", 

"ChampionX.Level5.ChunLiVsRyu", 

"ChampionX.Level6.ChunLiVsEHonda", 

"ChampionX.Level7.ChunLiVsBlanka", 

"ChampionX.Level8.ChunLiVsGuile", 

"ChampionX.Level9.ChunLiVsBalrog", 

"ChampionX.Level10.ChunLiVsVega", 

"ChampionX.Level11.ChunLiVsSagat", 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty level 8. 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

class CustomPolicy(ActorCriticPolicy): 

def __init__(self, *args, **kwargs): 

super(CustomPolicy, self).__init__(*args, **kwargs, 

features_extractor_class=CNNLSTM, 

features_extractor_kwargs={"features_dim": 512}) 

self.features_extractor = CNNLSTM() 

model = PPO( 

CustomPolicy, 

env, 

device="cuda", 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

# Set the save directory 

save_dir = "trained_models" 

os.makedirs(save_dir, exist_ok=True) 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 114, in <module> 

main() 

File ".\train.py", line 75, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 69, in __init__ 

super(CustomPolicy, self).__init__(*args, **kwargs, 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 426, in __init__ 

self.features_extractor = features_extractor_class(self.observation_space, 

**self.features_extractor_kwargs) 

TypeError: __init__() got an unexpected keyword argument 'features_dim' 

Apologies for the confusion again. It appears that I misunderstood your 

implementation. You should add the argument in the features_dim 

method of your class, like this: __init__ CNNLSTM 

python Copy code 

class CNNLSTM (nn.Module): 

def __init__ ( self, features_dim= 512 ): 

super (CNNLSTM, self).__init__() 

# Your implementation 

And then in your class, you can pass it like this: CustomPolicy 

python Copy code 

class CustomPolicy ( ActorCriticPolicy ): 

def __init__ ( self, *args, **kwargs ): 

super (CustomPolicy, self).__init__(*args, **kwargs, 

features_extractor_class=CNNLSTM, 

features_extractor_kwargs={ 

self.features_extractor = CNNLSTM(features_dim= 512 ) 

This should fix the issue you are encountering. 

import torch 

import torch.nn as nn 

class CNNEncoder(nn.Module): 

def __init__(self): 

super(CNNEncoder, self).__init__() 

self.conv1 = nn.Conv2d(16, 32, kernel_size=5, stride=2) 

self.relu1 = nn.ReLU() 

self.conv2 = nn.Conv2d(32, 64, kernel_size=5, stride=2) 

self.relu2 = nn.ReLU() 

self.conv3 = nn.Conv2d(64, 64, kernel_size=3, stride=1) 

self.relu3 = nn.ReLU() 

self.fc = nn.Linear(16384, 512) 

def forward(self, x): 

x = self.relu1(self.conv1(x)) 

x = self.relu2(self.conv2(x)) 

x = self.relu3(self.conv3(x)) 

x = x.view(x.size(0), -1) 

x = self.fc(x) 

return x 

class CNNLSTM(nn.Module): 

def __init__(self, features_dim=512): 

super(CNNLSTM, self).__init__() 

self.encoder = CNNEncoder() 

self.lstm = nn.LSTM(512, features_dim) 

def forward(self, x, hidden): 

x = self.encoder(x) 

x, hidden = self.lstm(x.unsqueeze(0), hidden) 

return x.squeeze(0), hidden 

def init_hidden(self, batch_size): 

return (torch.zeros(1, batch_size, 512), torch.zeros(1, batch_size, 512)) 

Traceback (most recent call last): 

File ".\train.py", line 113, in <module> 

main() 

File ".\train.py", line 74, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 69, in __init__ 

super(CustomPolicy, self).__init__(*args, **kwargs, 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 426, in __init__ 

self.features_extractor = features_extractor_class(self.observation_space, 

**self.features_extractor_kwargs) 

File "C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm\cnn_lstm.py", line 27, in __init__ 

self.lstm = nn.LSTM(512, features_dim) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\nn\modules\rnn.py", line 601, in __init__ 

super(LSTM, self).__init__('LSTM', *args, **kwargs) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\nn\modules\rnn.py", line 68, in __init__ 

if proj_size >= hidden_size: 

TypeError: '>=' not supported between instances of 'int' and 'Box' 

It seems that there's a type mismatch issue in your class. To fix CNNLSTM 

this, you need to pass the parameter to the features_dim CNNEncoder 

class as well. 

Update the class as follows: CNNEncoder 

python Copy code 

class CNNEncoder (nn.Module): 

def __init__ ( self, features_dim= 512 ): 

super (CNNEncoder, self).__init__() 

self.conv1 = nn.Conv2d( 16 , 32 , kernel_size= 5 , stride= 2 ) 

self.relu1 = nn.ReLU() 

self.conv2 = nn.Conv2d( 32 , 64 , kernel_size= 5 , stride= 2 ) 

self.relu2 = nn.ReLU() 

self.conv3 = nn.Conv2d( 64 , 64 , kernel_size= 3 , stride= 1 ) 

self.relu3 = nn.ReLU() 

self.fc = nn.Linear( 16384 , features_dim) 

# Rest of the class 

And update the class to pass the to CNNLSTM features_dim 

: CNNEncoder 

python Copy code 

class CNNLSTM (nn.Module): 

def __init__ ( self, features_dim= 512 ): 

super (CNNLSTM, self).__init__() 

self.encoder = CNNEncoder(features_dim) 

self.lstm = nn.LSTM(features_dim, features_dim) 

# Rest of the class 

This should fix the type error issue you are encountering. 

import torch 

import torch.nn as nn 

class CNNEncoder(nn.Module): 

def __init__(self, features_dim=512): 

super(CNNEncoder, self).__init__() 

self.conv1 = nn.Conv2d(16, 32, kernel_size=5, stride=2) 

self.relu1 = nn.ReLU() 

self.conv2 = nn.Conv2d(32, 64, kernel_size=5, stride=2) 

self.relu2 = nn.ReLU() 

self.conv3 = nn.Conv2d(64, 64, kernel_size=3, stride=1) 

self.relu3 = nn.ReLU() 

self.fc = nn.Linear(16384, features_dim) 

def forward(self, x): 

x = self.relu1(self.conv1(x)) 

x = self.relu2(self.conv2(x)) 

x = self.relu3(self.conv3(x)) 

x = x.view(x.size(0), -1) 

x = self.fc(x) 

return x 

class CNNLSTM(nn.Module): 

def __init__(self, features_dim=512): 

super(CNNLSTM, self).__init__() 

self.encoder = CNNEncoder(features_dim) 

self.lstm = nn.LSTM(features_dim, features_dim) 

def forward(self, x, hidden): 

x = self.encoder(x) 

x, hidden = self.lstm(x.unsqueeze(0), hidden) 

return x.squeeze(0), hidden 

def init_hidden(self, batch_size): 

return (torch.zeros(1, batch_size, 512), torch.zeros(1, batch_size, 512)) 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 113, in <module> 

main() 

File ".\train.py", line 74, in main 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File ".\train.py", line 69, in __init__ 

super(CustomPolicy, self).__init__(*args, **kwargs, 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 426, in __init__ 

self.features_extractor = features_extractor_class(self.observation_space, 

**self.features_extractor_kwargs) 

File "C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm\cnn_lstm.py", line 26, in __init__ 

self.encoder = CNNEncoder(features_dim) 

File "C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm\cnn_lstm.py", line 13, in __init__ 

self.fc = nn.Linear(16384, features_dim) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\nn\modules\linear.py", line 81, in __init__ 

self.weight = Parameter(torch.empty((out_features, in_features), 

**factory_kwargs)) 

TypeError: empty() received an invalid combination of arguments - got (tuple, 

dtype=NoneType, device=NoneType), but expected one of: 

* (tuple of ints size, *, tuple of names names, torch.memory_format 

memory_format, torch.dtype dtype, torch.layout layout, torch.device device, 

bool pin_memory, bool requires_grad) 

* (tuple of ints size, *, torch.memory_format memory_format, Tensor out, 

torch.dtype dtype, torch.layout layout, torch.device device, bool pin_memory, 

bool requires_grad) 

It seems that the parameter is not being properly passed as features_dim 

an integer to the class. Let's add some print statements to CNNEncoder 

debug this issue: 

First, add a print statement in the method of the class: __init__ CNNLSTM 

python Copy code 

class CNNLSTM (nn.Module): 

def __init__ ( self, features_dim= 512 ): 

super (CNNLSTM, self).__init__() 

print ( "features_dim:" , features_dim) 

self.encoder = CNNEncoder(features_dim) 

self.lstm = nn.LSTM(features_dim, features_dim) 

# Rest of the class 

Now, add a print statement in the method of the __init__ CNNEncoder 

class: 

python Copy code 

class CNNEncoder (nn.Module): 

def __init__ ( self, features_dim= 512 ): 

super (CNNEncoder, self).__init__() 

print ( "CNNEncoder features_dim:" , features_dim) 

self.conv1 = nn.Conv2d( 16 , 32 , kernel_size= 5 , stride= 2 ) 

# Rest of the class 

Run the code again and check the output of the print statements. This should 

give you an idea of what value is taking when it's being features_dim 

passed to the class. If the value is not an integer, you'll need to CNNEncoder 

find out why it's not being passed correctly. 

If you still have issues, please provide the relevant parts of your train.py 

file and the CustomPolicy class code, so I can better understand how the 

is being passed and help you resolve the issue. features_dim 

import collections 

import gym 

import cv2 

import numpy as np 

from torchvision.transforms import Normalize 

from gym.spaces import MultiBinary 

# Custom environment wrapper 

class StreetFighterCustomWrapper(gym.Wrapper): 

def __init__(self, env, testing=False, threshold=0.65): 

super(StreetFighterCustomWrapper, self).__init__(env) 

self.action_space = MultiBinary(12) 

# Use a deque to store the last 16 frames (0.267 seconds) 

self.frame_stack = collections.deque(maxlen=16) 

self.threshold = threshold 

self.game_screen_gray = None 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

# Update observation space to include 16 stacked grayscale images 

self.observation_space = gym.spaces.Box( 

low=0.0, high=1.0, shape=(16, 84, 84), dtype=np.float32 

) 

self.testing = testing 

def _preprocess_observation(self, observation): 

self.game_screen_gray = cv2.cvtColor(observation, cv2.COLOR_BGR2GRAY) 

resized_image = cv2.resize(self.game_screen_gray, (84, 84), 

interpolation=cv2.INTER_AREA) / 255.0 

# Add the resized image to the frame stack 

self.frame_stack.append(resized_image) 

# Stack the last 16 frames and return the stacked frames 

stacked_frames = np.stack(self.frame_stack, axis=0)[np.newaxis, ...] # 

Shape: (1, 16, 84, 84) 

return stacked_frames 

def _get_win_or_lose_bonus(self): 

if self.prev_player_health > self.prev_opponent_health: 

# print('You win!') 

return 300 

else: 

# print('You lose!') 

return -300 

def _get_reward(self): 

player_health_area = self.game_screen_gray[15:20, 32:120] 

oppoent_health_area = self.game_screen_gray[15:20, 136:224] 

# Get health points using the number of pixels above 129. 

player_health = np.sum(player_health_area > 129) / player_health_area.size 

opponent_health = np.sum(oppoent_health_area > 129) / 

oppoent_health_area.size 

player_health_diff = self.prev_player_health - player_health 

opponent_health_diff = self.prev_opponent_health - opponent_health 

reward = (opponent_health_diff - player_health_diff) * 200 # max would be 

200 

# Penalty for each step without any change in health 

if opponent_health_diff <= 0.0000001: 

reward -= 12.0 / 60.0 # -12 points per second if no damage to opponent 

self.prev_player_health = player_health 

self.prev_opponent_health = opponent_health 

# Print the health values of the player and the opponent 

# print("Player health: %f Opponent health:%f" % (player_health, 

opponent_health)) 

return reward 

def reset(self): 

observation = self.env.reset() 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

# Clear the frame stack and add the first observation 16 times 

self.frame_stack.clear() 

for _ in range(16): 

self.frame_stack.append(self._preprocess_observation(observation)[0]) 

return self._preprocess_observation(observation) 

def step(self, action): 

# observation, _, _, info = self.env.step(action) 

observation, _reward, _done, info = 

self.env.step(self.env.action_space.sample()) 

custom_reward = self._get_reward() 

custom_reward -= 1.0 / 60.0 # penalty for each step (-1 points per second) 

custom_done = False 

if self.prev_player_health <= 0.00001 or self.prev_opponent_health <= 

0.00001: 

custom_reward += self._get_win_or_lose_bonus() 

if not self.testing: 

custom_done = True 

else: 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

return self._preprocess_observation(observation), custom_reward, 

custom_done, info 

Traceback (most recent call last): 

File 

"C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\multiprocessing\process.py", 

line 315, in _bootstrap 

self.run() 

File 

"C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\multiprocessing\process.py", 

line 108, in run 

self._target(*self._args, **self._kwargs) 

Traceback (most recent call last): 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\vec_env\subproc_vec_env.py", line 38, in 

_worker 

observation = env.reset() 

File 

"C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\multiprocessing\process.py", 

line 315, in _bootstrap 

self.run() 

File "C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm\street_fighter_custom_wrapper.py", line 82, in reset 

self.frame_stack.append(self._preprocess_observation(observation)[0]) 

File 

"C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\multiprocessing\process.py", 

line 108, in run 

self._target(*self._args, **self._kwargs) 

File "C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm\street_fighter_custom_wrapper.py", line 39, in 

_preprocess_observation 

stacked_frames = np.stack(self.frame_stack, axis=0)[np.newaxis, ...] # Shape: 

(1, 16, 84, 84) 

Traceback (most recent call last): 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\vec_env\subproc_vec_env.py", line 38, in 

_worker 

observation = env.reset() 

File "<__array_function__ internals>", line 200, in stack 

File 

"C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\multiprocessing\process.py", 

line 315, in _bootstrap 

self.run() 

File "C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm\street_fighter_custom_wrapper.py", line 82, in reset 

self.frame_stack.append(self._preprocess_observation(observation)[0]) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\numpy\core\shape_base.py", line 464, in stack 

raise ValueError('all input arrays must have the same shape') 

File 

"C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\multiprocessing\process.py", 

line 108, in run 

self._target(*self._args, **self._kwargs) 

File "C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\002_lstm\street_fighter_custom_wrapper.py", line 39, in 

_preprocess_observation 

stacked_frames = np.stack(self.frame_stack, axis=0)[np.newaxis, ...] # Shape: 

(1, 16, 84, 84) 

ValueError: all input arrays must have the same shape 

The error you're encountering is related to the stacking operation on the 

frame stack in the method. The error _preprocess_observation() 

message "all input arrays must have the same shape" indicates that the 

shapes of the frames stored in the frame stack are not consistent when 

you're trying to stack them. 

To debug this issue, you can add a print statement right before the 

operation to check the shapes of the frames in the frame np.stack() 

stack: 

python Copy code 

def _preprocess_observation ( self, observation ): 

self.game_screen_gray = cv2.cvtColor(observation, cv2.COLOR_BGR2GRAY) 

resized_image = cv2.resize(self.game_screen_gray, ( 84 , 84 ), interpolation=cv2.INTER_AREA) 

# Add the resized image to the frame stack 

self.frame_stack.append(resized_image) 

# Print the shapes of the frames in the frame stack 

print ([frame.shape for frame in self.frame_stack]) 

# Stack the last 16 frames and return the stacked frames 

stacked_frames = np.stack(self.frame_stack, axis= 0 )[np.newaxis, 

return stacked_frames 

Run the code again and check the output of the print statement. If the frame 

shapes are not consistent, you'll need to find out why the resizing operation is 

not working as expected. 

It's important to ensure that all the frames in the frame stack have the shape 

before attempting to stack them. You might need to investigate (84, 84) 

the operation to ensure it's working correctly and cv2.resize() 

consistently resizing the frames to the desired shape. 

Current state: ChampionX.Level11.ChunLiVsSagat 

----------------------------------------- 

| time/ | | 

| fps | 418 | 

| iterations | 26 | 

| time_elapsed | 2683 | 

| total_timesteps | 1123200 | 

| train/ | | 

| approx_kl | 0.024867734 | 

| clip_fraction | 0.281 | 

| clip_range | 0.2 | 

| entropy_loss | -8.16 | 

| explained_variance | 0.688 | 

| learning_rate | 0.0003 | 

| loss | 0.557 | 

| n_updates | 250 | 

| policy_gradient_loss | 0.00215 | 

| value_loss | 13.9 | 

----------------------------------------- 

Current state: ChampionX.Level10.ChunLiVsVega 

----------------------------------------- 

| time/ | | 

| fps | 417 | 

| iterations | 27 | 

| time_elapsed | 2793 | 

| total_timesteps | 1166400 | 

| train/ | | 

| approx_kl | 0.020454599 | 

| clip_fraction | 0.203 | 

| clip_range | 0.2 | 

| entropy_loss | -8.19 | 

| explained_variance | 0.766 | 

| learning_rate | 0.0003 | 

| loss | 0.314 | 

| n_updates | 260 | 

| policy_gradient_loss | -0.0058 | 

| value_loss | 17.1 | 

----------------------------------------- 

Current state: ChampionX.Level10.ChunLiVsVega 

----------------------------------------- 

| time/ | | 

| fps | 416 | 

| iterations | 28 | 

| time_elapsed | 2904 | 

| total_timesteps | 1209600 | 

| train/ | | 

| approx_kl | 0.020690009 | 

| clip_fraction | 0.208 | 

| clip_range | 0.2 | 

| entropy_loss | -8.17 | 

| explained_variance | 0.827 | 

| learning_rate | 0.0003 | 

| loss | 1.38 | 

| n_updates | 270 | 

| policy_gradient_loss | 2.12e-05 | 

| value_loss | 20.4 | 

----------------------------------------- 

Current state: ChampionX.Level10.ChunLiVsVega 

----------------------------------------- 

| time/ | | 

| fps | 415 | 

| iterations | 29 | 

| time_elapsed | 3015 | 

| total_timesteps | 1252800 | 

| train/ | | 

| approx_kl | 0.020646438 | 

| clip_fraction | 0.208 | 

| clip_range | 0.2 | 

| entropy_loss | -8.15 | 

| explained_variance | 0.81 | 

| learning_rate | 0.0003 | 

| loss | 0.235 | 

| n_updates | 280 | 

| policy_gradient_loss | -0.00852 | 

| value_loss | 12.5 | 

----------------------------------------- 

Current state: ChampionX.Level9.ChunLiVsBalrog 

----------------------------------------- 

| time/ | | 

| fps | 414 | 

| iterations | 30 | 

| time_elapsed | 3128 | 

| total_timesteps | 1296000 | 

| train/ | | 

| approx_kl | 0.021910097 | 

| clip_fraction | 0.212 | 

| clip_range | 0.2 | 

| entropy_loss | -8.15 | 

| explained_variance | 0.79 | 

| learning_rate | 0.0003 | 

| loss | 0.0264 | 

| n_updates | 290 | 

| policy_gradient_loss | -0.00872 | 

| value_loss | 12.5 | 

----------------------------------------- 

Current state: ChampionX.Level12.ChunLiVsBison 

----------------------------------------- 

| time/ | | 

| fps | 412 | 

| iterations | 31 | 

| time_elapsed | 3243 | 

| total_timesteps | 1339200 | 

| train/ | | 

| approx_kl | 0.025281599 | 

| clip_fraction | 0.254 | 

| clip_range | 0.2 | 

| entropy_loss | -8.13 | 

| explained_variance | 0.773 | 

| learning_rate | 0.0003 | 

| loss | 1.18 | 

| n_updates | 300 | 

| policy_gradient_loss | -0.00679 | 

| value_loss | 12.6 | 

----------------------------------------- 

Current state: ChampionX.Level2.ChunLiVsChunLi 

----------------------------------------- 

| time/ | | 

| fps | 412 | 

| iterations | 32 | 

| time_elapsed | 3349 | 

| total_timesteps | 1382400 | 

| train/ | | 

| approx_kl | 0.026466375 | 

| clip_fraction | 0.259 | 

| clip_range | 0.2 | 

| entropy_loss | -8.12 | 

| explained_variance | 0.647 | 

| learning_rate | 0.0003 | 

| loss | 0.518 | 

| n_updates | 310 | 

| policy_gradient_loss | 0.000522 | 

| value_loss | 18.8 | 

----------------------------------------- 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

I'm using the stacked-image method to train my agent. Based on the training 

log, please help me modify the hyper parameters for PPO and continue 

training from timesteps 1296000. Perhaps you need to change the learning 

parameters to make PPO learn better from 1296000 steps based on the 

training log. 

The previous model used in this conversation is unavailable. We've switched you to the latest default model 

Based on the training log, it seems that the learning is still improving but it 

may benefit from some adjustments to the hyperparameters. Here are some 

suggestions: 

Increase the number of iterations: The number of iterations is currently set 

to 10. You can increase this to 20 or 30 to allow the algorithm to train for 

longer. 

Decrease the learning rate: The learning rate is currently set to 0.0003. If 

the learning rate is too high, the algorithm may overshoot and fail to 

converge. Try decreasing the learning rate to 0.0001 or 0.00005. 

Increase the entropy coefficient: The entropy coefficient is currently set to 

0.01. Increasing the entropy coefficient can encourage the algorithm to 

explore more and avoid getting stuck in local optima. Try increasing the 

entropy coefficient to 0.1 or 0.2. 

Increase the number of steps per update: The number of steps per update 

is currently set to 5400. Increasing this can help the algorithm to learn 

more efficiently. Try increasing the number of steps per update to 10000 

or 20000. 

Increase the batch size: The batch size is currently set to 64. Increasing 

the batch size can help the algorithm to learn more efficiently. Try 

increasing the batch size to 128 or 256. 

Based on the above suggestions, you can modify your PPO configuration as 

follows: 

mathematica Copy code 

model = PPO ( 

"CnnPolicy" , 

env , 

device = "cuda" , 

policy_kwargs = policy_kwargs , 

verbose = 1 , 

n_steps = 20000 , 

batch_size = 128 , 

n_epochs = 20 , 

learning_rate = 0.00005 , 

ent_coef = 0.2 , 

clip_range = 0.2 , 

clip_range _vf = None , 

gamma = 0.99 , 

gae_lambda = 0.95 , 

max_grad _norm = 0.5 , 

use_sde = False , 

sde_sample _freq =- 1 

) 

Finally, to continue training from timesteps 1296000, you can use the learn 

method of the object and pass the argument as model total_timesteps 

. This will train the model for an additional total_timesteps=200000 

200000 timesteps. Here is an example: 

scss Copy code 

model .learn (total_timesteps= 200000 ) 

You can adjust the argument based on how long you total_timesteps 

want to train the model. 

import os 

import random 

import gym 

import cv2 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.vec_env import SubprocVecEnv 

from stable_baselines3.common.preprocessing import is_image_space, 

is_image_space_channels_first 

from stable_baselines3.common.callbacks import BaseCallback, 

CheckpointCallback 

from custom_cnn import CustomCNN 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RandomOpponentChangeCallback(BaseCallback): 

def __init__(self, stages, opponent_interval, verbose=0): 

super(RandomOpponentChangeCallback, self).__init__(verbose) 

self.stages = stages 

self.opponent_interval = opponent_interval 

def _on_step(self) -> bool: 

if self.n_calls % self.opponent_interval == 0: 

new_state = random.choice(self.stages) 

print("\nCurrent state:", new_state) 

self.training_env.env_method("load_state", new_state, indices=None) 

return True 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def main(): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen", 

"ChampionX.Level2.ChunLiVsChunLi", 

"ChampionX.Level3.ChunLiVsZangief", 

"ChampionX.Level4.ChunLiVsDhalsim", 

"ChampionX.Level5.ChunLiVsRyu", 

"ChampionX.Level6.ChunLiVsEHonda", 

"ChampionX.Level7.ChunLiVsBlanka", 

"ChampionX.Level8.ChunLiVsGuile", 

"ChampionX.Level9.ChunLiVsBalrog", 

"ChampionX.Level10.ChunLiVsVega", 

"ChampionX.Level11.ChunLiVsSagat", 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty level 8. 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': CustomCNN 

} 

# model = PPO( 

# "CnnPolicy", 

# env, 

# device="cuda", 

# policy_kwargs=policy_kwargs, 

# verbose=1, 

# n_steps=5400, 

# batch_size=64, 

# n_epochs=10, 

# learning_rate=0.0003, 

# ent_coef=0.01, 

# clip_range=0.2, 

# clip_range_vf=None, 

# gamma=0.99, 

# gae_lambda=0.95, 

# max_grad_norm=0.5, 

# use_sde=False, 

# sde_sample_freq=-1 

# ) 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.00005, 

ent_coef=0.2, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

# Set the save directory 

save_dir = "trained_models" 

os.makedirs(save_dir, exist_ok=True) 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 

Please add the code for loading the model file "ppo_chunli_1296000_steps" 

and continue training 

Sure! Here's how you can modify the function to load the model file main() 

"ppo_chunli_1296000_steps" and continue training from there: 

python Copy code 

def main (): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen" , 

"ChampionX.Level2.ChunLiVsChunLi" , 

"ChampionX.Level3.ChunLiVsZangief" , 

"ChampionX.Level4.ChunLiVsDhalsim" , 

"ChampionX.Level5.ChunLiVsRyu" , 

"ChampionX.Level6.ChunLiVsEHonda" , 

"ChampionX.Level7.ChunLiVsBlanka" , 

"ChampionX.Level8.ChunLiVsGuile" , 

"ChampionX.Level9.ChunLiVsBalrog" , 

"ChampionX.Level10.ChunLiVsVega" , 

"ChampionX.Level11.ChunLiVsSagat" , 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) 

env = SubprocVecEnv([make_env(game, state_stages[ 0 ], seed=i) for 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class' : CustomCNN 

} 

# Load the model from file 

# Change the path to the actual path of the model file 

model_path = "trained_models/ppo_chunli_1296000_steps.zip" 

model = PPO.load(model_path, env=env, device= "cuda" ) 

# Modify the learning rate and entropy coefficient 

model.learning_rate = 0.00005 

model.ent_coef = 0.2 

# Set the save directory 

save_dir = "trained_models" 

os.makedirs(save_dir, exist_ok= True ) 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

stage_increase_callback = RandomOpponentChangeCallback(state_stages, 

model.learn( 

total_timesteps= int ( 6048000 ), # total_timesteps = stage_interval 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip" )) 

This code loads the saved model file using , modifies the PPO.load() 

learning rate and entropy coefficient, and then continues training from where 

it left off using the method. model.learn() 

Current state: ChampionX.Level11.ChunLiVsSagat 

----------------------------------------- 

| time/ | | 

| fps | 690 | 

| iterations | 2 | 

| time_elapsed | 125 | 

| total_timesteps | 86400 | 

| train/ | | 

| approx_kl | 0.030383216 | 

| clip_fraction | 0.34 | 

| clip_range | 0.2 | 

| entropy_loss | -8.21 | 

| explained_variance | 0.714 | 

| learning_rate | 0.0003 | 

| loss | -1.26 | 

| n_updates | 300 | 

| policy_gradient_loss | 0.00193 | 

| value_loss | 13.1 | 

----------------------------------------- 

I changed the learning rate, but it stays the same in the training log 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

# Set the save directory 

save_dir = "trained_models_continued" 

os.makedirs(save_dir, exist_ok=True) 

# Load the model from file 

# Change the path to the actual path of the model file 

model_path = "trained_models/ppo_chunli_1296000_steps.zip" 

model = PPO.load(model_path, env=env, device="cuda") 

# Modify the learning rate and entropy coefficient 

model.learning_rate = 0.00005 

model.ent_coef = 0.2 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 

It looks like you're modifying the and attributes learning_rate ent_coef 

of the loaded model, but these changes are not reflected in the training log. 

This might be because the loaded model has already been trained for a 

considerable number of steps with the original hyperparameters, and the new 

values have not yet had a significant impact on the training. 

You can try modifying the learning rate and entropy coefficient gradually, 

using a learning rate schedule and/or annealing the entropy coefficient. This 

will allow the model to gradually adapt to the new hyperparameters and 

potentially improve performance. 

Here's an example of how you can modify the learning rate using a learning 

rate schedule: 

python Copy code 

from stable_baselines3.common import schedules 

# Define a learning rate schedule 

lr_schedule = schedules.LinearSchedule(initial_p= 0.0003 , final_p= 0.00005 

model = PPO.load(model_path, env=env, device= "cuda" , learning_rate=lr_schedule) 

This will linearly decrease the learning rate from 0.0003 to 0.00005 over the 

course of the training. 

Similarly, you can anneal the entropy coefficient using a similar approach: 

python Copy code 

from stable_baselines3.common import schedules 

# Define an entropy coefficient schedule 

ent_coef_schedule = schedules.LinearSchedule(initial_p= 0.01 , final_p= 

model = PPO.load(model_path, env=env, device= "cuda" , ent_coef=ent_coef_schedule) 

This will linearly increase the entropy coefficient from 0.01 to 0.2 over the 

course of the training. 

You can experiment with different schedules and annealing strategies to see 

what works best for your problem. 

I loaded the saved checkpoint and changed the learning_rate to 0.00005 and 

continued training from the checkpoint, but the training log still says I'm using 

a learning rate of 0.0003. Does that mean my change didn't take effect? How 

should I change the learning rate correctly? 

It's possible that your change to the learning rate didn't take effect. The 

reason for this is that you modified the learning rate of the object model 

after you loaded the checkpoint, which means that the object may model 

have overwritten the value of during initialization. learning_rate 

To modify the learning rate correctly, you can use the set_learning_rate 

method of the optimizer associated with the . Here's an example of model 

how you can modify the learning rate of a PPO model: 

makefile Copy code 

from stable_baselines3.common import callbacks 

# Load the model from file 

model_path = "trained_models/ppo_chunli_1296000_steps.zip" 

model = PPO.load(model_path, env=env, device= "cuda" ) 

# Modify the learning rate 

new_lr = 0.00005 

for optimizer in model.policy.optimizer.optimizer: 

optimizer.param_groups[0]['lr'] = new_lr 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = total_steps_per_checkpoint 

checkpoint_callback = callbacks.CheckpointCallback(save_freq=checkpoint_interval, 

stage_increase_callback = RandomOpponentChangeCallback(state_stages, 

# Continue training from the checkpoint 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval 

callback=[checkpoint_callback, stage_increase_callback] 

) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip" )) 

In the example above, we loop through all the optimizers associated with the 

object (which is an instance of ), and model.policy ActorCriticPolicy 

modify the learning rate using the attribute. This should param_groups 

allow you to modify the learning rate correctly, even after loading a saved 

model. 

What if I want to change the ent_coef? Can I use optimizer.param_groups[0] 

['ent_coef'] = 0.2 

The parameter controls the entropy regularization coefficient in ent_coef 

the PPO algorithm. While you could access and modify the value of the 

parameter through the optimizer's parameter group dictionary as ent_coef 

you mentioned, this is not the recommended approach because the 

is typically used only in the calculation of the loss function and ent_coef 

not directly used by the optimizer. 

A better way to modify the is to directly set the attribute of the ent_coef 

model object, like you did with the attribute. Here's PPO learning_rate 

an example of how you could change the : ent_coef 

python Copy code 

# Load the model from file 

model_path = "trained_models/ppo_chunli_1296000_steps.zip" 

model = PPO.load(model_path, env=env, device= "cuda" ) 

# Modify the entropy coefficient 

model.ent_coef = 0.2 

# Continue training 

model.learn(total_timesteps= int ( 6048000 ), callback=[checkpoint_callback, 

This way, the parameter will be correctly used during the training ent_coef 

process. 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\001_image_stack> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 122, in <module> 

main() 

File ".\train.py", line 102, in main 

for optimizer in model.policy.optimizer.optimizer: 

AttributeError: 'Adam' object has no attribute 'optimizer' 

The error message suggests that is an model.policy.optimizer Adam 

object, which does not have the attribute. You can directly optimizer 

change the by modifying the object in the entropy_coef optimizer 

, like this: model.policy 

bash Copy code 

model = PPO.load(model_path, env = env , device= "cuda" ) 

model.policy.optimizer.defaults[ 'ent_coef' ] = 0.2 

Alternatively, you can create a new optimizer with the modified Adam 

entropy coefficient, and set it to . Here's an model.policy.optimizer 

example: 

less Copy code 

from torch import optim 

model = PPO .load (model_path, env=env, device= "cuda" ) 

new_optimizer = optim .Adam (model.policy. parameters (), lr=model.learning_rate, 

new_optimizer .param_groups [0] [ 'ent_coef' ] = 0.2 

model .policy .optimizer = new_optimizer 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': CustomCNN 

} 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1 

) 

# Set the save directory 

save_dir = "trained_models_continued" 

os.makedirs(save_dir, exist_ok=True) 

# Load the model from file 

# Change the path to the actual path of the model file 

model_path = "trained_models/ppo_chunli_1296000_steps.zip" 

model = PPO.load(model_path, env=env, device="cuda") 

# Modify the learning rate and entropy coefficient 

for optimizer in model.policy.optimizer.optimizer: 

optimizer.param_groups[0]['lr'] = 0.00005 

model.ent_coef = 0.2 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\001_image_stack> python .\train.py 

Using cuda device 

Traceback (most recent call last): 

File ".\train.py", line 122, in <module> 

main() 

File ".\train.py", line 102, in main 

for optimizer in model.policy.optimizer.optimizer: 

AttributeError: 'Adam' object has no attribute 'optimizer' 

It looks like the optimizer used in the PPO model you are using is not an 

object of the class that has the torch.optim.Optimizer optimizer 

attribute, which is why you are getting the . AttributeError 

Instead of using , try directly model.policy.optimizer.optimizer 

accessing the optimizer's attribute and modify the learning param_groups 

rate like this: 

css Copy code 

model .policy .optimizer .param_groups [0] [ 'lr' ] = 0.00005 

This should update the learning rate in the optimizer. 


