
Model: GPT-4 

import gym 

import retro 

import optuna 

from stable_baselines3 import PPO 

from stable_baselines3.common.evaluation import evaluate_policy 

from custom_cnn import CustomCNN 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def objective(trial): 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

env = make_env(game, state="ChampionX.Level1.ChunLiVsKen")() 

# Define your model with the CustomCNN feature extractor 

policy_kwargs = dict( 

features_extractor_class=CustomCNN, 

features_extractor_kwargs=dict(observation_space=env.observation_space) 

) 

# Suggest hyperparameters 

learning_rate = trial.suggest_float("learning_rate", 5e-5, 1e-2, log=True) 

n_steps = trial.suggest_int("n_steps", 256, 8192, log=True) 

batch_size = trial.suggest_int("batch_size", 8, 128, log=True) 

gamma = trial.suggest_float("gamma", 0.9, 0.9999) 

gae_lambda = trial.suggest_float("gae_lambda", 0.9, 1.0) 

clip_range = trial.suggest_float("clip_range", 0.1, 0.4) 

ent_coef = trial.suggest_float("ent_coef", 1e-4, 1e-2, log=True) 

vf_coef = trial.suggest_float("vf_coef", 0.1, 1.0) 

# Train the model 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=n_steps, 

batch_size=batch_size, 

learning_rate=learning_rate, 

ent_coef=ent_coef, 

clip_range=clip_range, 

vf_coef=vf_coef, 

gamma=gamma, 

gae_lambda=gae_lambda 

) 

for iteration in range(10): 

model.learn(total_timesteps=100000) 

mean_reward, std_reward = evaluate_policy(model, env, 

n_eval_episodes=10) 

trial.report(mean_reward, std_reward, iteration) 

if trial.should_prune(): 

raise optuna.TrialPruned() 

return mean_reward 

study = optuna.create_study(direction="maximize") 

study.optimize(objective, n_trials=100, timeout=7200) # Run optimization for 

100 trials or 2 hours, whichever comes first 

print("Best trial:") 

trial = study.best_trial 

print(" Value: ", trial.value) 

print(" Params: ") 

for key, value in trial.params.items(): 

print(f"{key}: {value}") 

import collections 

import gym 

import cv2 

import numpy as np 

import torch 

from torchvision.transforms import Normalize 

from gym.spaces import MultiBinary 

# Custom environment wrapper 

class StreetFighterCustomWrapper(gym.Wrapper): 

def __init__(self, env, testing=False, threshold=0.65): 

super(StreetFighterCustomWrapper, self).__init__(env) 

self.action_space = MultiBinary(12) 

# Use a deque to store the last 4 frames 

self.frame_stack = collections.deque(maxlen=4) 

self.threshold = threshold 

self.game_screen_gray = None 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

# Update observation space to include 4 stacked grayscale images 

self.observation_space = gym.spaces.Box( 

low=0.0, high=1.0, shape=(4, 84, 84), dtype=np.float32 

) 

self.testing = testing 

# Normalize the image for MobileNetV3Small. 

self.normalize = Normalize(mean=[0.485, 0.456, 0.406], std=[0.229, 

0.224, 0.225]) 

def _preprocess_observation(self, observation): 

self.game_screen_gray = cv2.cvtColor(observation, 

cv2.COLOR_BGR2GRAY) 

resized_image = cv2.resize(self.game_screen_gray, (84, 84), 

interpolation=cv2.INTER_AREA) / 255.0 

# Add the resized image to the frame stack 

self.frame_stack.append(resized_image) 

# Stack the last 4 frames and return the stacked frames 

stacked_frames = np.stack(self.frame_stack, axis=0) 

return stacked_frames 

def _get_win_or_lose_bonus(self): 

if self.prev_player_health > self.prev_opponent_health: 

# print('You win!') 

return 300 

else: 

# print('You lose!') 

return -300 

def _get_reward(self): 

player_health_area = self.game_screen_gray[15:20, 32:120] 

oppoent_health_area = self.game_screen_gray[15:20, 136:224] 

# Get health points using the number of pixels above 129. 

player_health = np.sum(player_health_area > 129) / 

player_health_area.size 

opponent_health = np.sum(oppoent_health_area > 129) / 

oppoent_health_area.size 

player_health_diff = self.prev_player_health - player_health 

opponent_health_diff = self.prev_opponent_health - opponent_health 

reward = (opponent_health_diff - player_health_diff) * 200 # max would 

be 200 

# Penalty for each step without any change in health 

if opponent_health_diff <= 0.0000001: 

reward -= 12.0 / 60.0 # -12 points per second if no damage to 

opponent 

self.prev_player_health = player_health 

self.prev_opponent_health = opponent_health 

# Print the health values of the player and the opponent 

# print("Player health: %f Opponent health:%f" % (player_health, 

opponent_health)) 

return reward 

def reset(self): 

observation = self.env.reset() 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

# Clear the frame stack and add the first observation 4 times 

self.frame_stack.clear() 

for _ in range(4): 

self.frame_stack.append(self._preprocess_observation(observation) 

[0]) 

return self._preprocess_observation(observation) 

def step(self, action): 

# observation, _, _, info = self.env.step(action) 

observation, _reward, _done, info = 

self.env.step(self.env.action_space.sample()) 

custom_reward = self._get_reward() 

custom_reward -= 1.0 / 60.0 # penalty for each step (-1 points per 

second) 

custom_done = False 

if self.prev_player_health <= 0.00001 or self.prev_opponent_health <= 

0.00001: 

custom_reward += self._get_win_or_lose_bonus() 

if not self.testing: 

custom_done = True 

else: 

self.prev_player_health = 1.0 

self.prev_opponent_health = 1.0 

return self._preprocess_observation(observation), custom_reward, 

custom_done, info 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\001_image_stack> python .\tune.py 

[I 2023-03-30 11:26:29,461] A new study created in memory with name: no- 

name-ca0f81ae-61d2-4b29-967f-8214bcfc9100 

.\tune.py:34: FutureWarning: suggest_loguniform has been deprecated in 

v3.0.0. This feature will be removed in v6.0.0. See 

https://github.com/optuna/optuna/releases/tag/v3.0.0. Use 

:func:`~optuna.trial.Trial.suggest_float` instead. 

learning_rate = trial.suggest_loguniform("learning_rate", 5e-5, 1e-2) 

Using cuda device 

Wrapping the env with a `Monitor` wrapper 

Wrapping the env in a DummyVecEnv. 

[W 2023-03-30 11:26:29,524] Trial 0 failed with parameters: {'learning_rate': 

0.009933005270554976, 'n_steps': 1904, 'batch_size': 8, 'gamma': 

0.9013604480017177, 'gae_lambda': 0.9798402733442113, 'clip_range': 

0.3991574798415589, 'ent_coef': 0.007638087161176435, 'vf_coef': 

0.4465064925536254} because of the following error: TypeError("__init__() 

got multiple values for argument 'observation_space'"). 

Traceback (most recent call last): 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\optuna\study\_optimize.py", line 200, in _run_trial 

value_or_values = func(trial) 

File ".\tune.py", line 44, in objective 

model = PPO( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 152, in __init__ 

self._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 155, in _setup_model 

super(PPO, self)._setup_model() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 120, in 

_setup_model 

self.policy = self.policy_class( # pytype:disable=not-instantiable 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 699, in __init__ 

super(ActorCriticCnnPolicy, self).__init__( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 426, in __init__ 

self.features_extractor = features_extractor_class(self.observation_space, 

**self.features_extractor_kwargs) 

TypeError: __init__() got multiple values for argument 'observation_space' 

It seems there is an issue with the way you are passing the 

argument to the class. The error is observation_space CustomCNN 

caused by multiple values being assigned to the 'observation_space' 

argument. To fix this issue, you need to update your to pass policy_kwargs 

the features_extractor_kwargs correctly. 

Replace this part of your code: 

python Copy code 

policy_kwargs = dict ( 

features_extractor_class=CustomCNN, 

features_extractor_kwargs= dict (observation_space=env.observation_space) 

) 

with this: 

python Copy code 

policy_kwargs = dict ( 

features_extractor_class=CustomCNN, 

features_extractor_kwargs={ "observation_space" : env.observation_space} 

) 

Now, the argument should be passed correctly to the observation_space 

class, and you should not encounter the same error. CustomCNN 

import os 

import random 

import retro 

from stable_baselines3 import PPO 

from stable_baselines3.common.vec_env import SubprocVecEnv 

from stable_baselines3.common.preprocessing import is_image_space, 

is_image_space_channels_first 

from stable_baselines3.common.callbacks import BaseCallback, 

CheckpointCallback 

from stable_baselines3.common.evaluation import evaluate_policy 

from custom_cnn import CustomCNN 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RandomOpponentChangeCallback(BaseCallback): 

def __init__(self, stages, opponent_interval, verbose=0): 

super(RandomOpponentChangeCallback, self).__init__(verbose) 

self.stages = stages 

self.opponent_interval = opponent_interval 

def _on_step(self) -> bool: 

if self.n_calls % self.opponent_interval == 0: 

new_state = random.choice(self.stages) 

print("\nCurrent state:", new_state) 

self.training_env.env_method("load_state", new_state, indices=None) 

return True 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def main(): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen", 

"ChampionX.Level2.ChunLiVsChunLi", 

"ChampionX.Level3.ChunLiVsZangief", 

"ChampionX.Level4.ChunLiVsDhalsim", 

"ChampionX.Level5.ChunLiVsRyu", 

"ChampionX.Level6.ChunLiVsEHonda", 

"ChampionX.Level7.ChunLiVsBlanka", 

"ChampionX.Level8.ChunLiVsGuile", 

"ChampionX.Level9.ChunLiVsBalrog", 

"ChampionX.Level10.ChunLiVsVega", 

"ChampionX.Level11.ChunLiVsSagat", 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty level 8. 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': CustomCNN 

} 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=5400, 

batch_size=64, 

n_epochs=10, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

clip_range_vf=None, 

gamma=0.99, 

gae_lambda=0.95, 

max_grad_norm=0.5, 

use_sde=False, 

sde_sample_freq=-1, 

tensorboard_log="logs/" 

) 

# Set the save directory 

save_dir = "trained_models_continued_new" 

os.makedirs(save_dir, exist_ok=True) 

# Load the model from file 

# Change the path to the actual path of the model file 

model_path = "trained_models/ppo_chunli_1296000_steps.zip" 

# Load model and modify the learning rate and entropy coefficient 

# custom_objects = { 

# "learning_rate": 0.0002 

# } 

model = PPO.load(model_path, env=env, device="cuda")#, 

custom_objects=custom_objects) 

# Set up callbacks 

opponent_interval = 5400 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback] 

) 

mean_reward, _std_reward = evaluate_policy(model, env, 

n_eval_episodes=10) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 

----------------------------------------- 

| rollout/ | | 

| ep_len_mean | 1.1e+03 | 

| ep_rew_mean | -698 | 

| time/ | | 

| fps | 288 | 

| iterations | 250 | 

| time_elapsed | 348 | 

| total_timesteps | 100250 | 

| train/ | | 

| approx_kl | 0.060157746 | 

| clip_fraction | 0.178 | 

| clip_range | 0.339 | 

| entropy_loss | -3.39 | 

| explained_variance | 0 | 

| learning_rate | 0.00336 | 

| loss | 13.3 | 

| n_updates | 2490 | 

| policy_gradient_loss | -0.00328 | 

| value_loss | 8.83 | 

----------------------------------------- 

I don't have "rollout/" in my terminal training logs during training using this 

script. Please provide the code for modifying the training script to have the 

"rollout" data printed out during training 

To display the "rollout" data in the training logs, you need to modify your 

training script to include a custom callback that logs the rollout data. Here's a 

modified version of your training script that includes the 

class and adds it to the callbacks list: RolloutLoggerCallback 

python Copy code 

import os 

import random 

# ... (other imports) 

class RolloutLoggerCallback ( BaseCallback ): 

def __init__ ( self, verbose= 0 ): 

super (RolloutLoggerCallback, self).__init__(verbose) 

self.episode_rewards = [] 

self.episode_lengths = [] 

def _on_step ( self ) -> bool : 

infos = self. locals .get( "infos" , None ) 

if infos is not None : 

for info in infos: 

if "episode" in info: 

self.episode_rewards.append(info[ "episode" ][ "r" 

self.episode_lengths.append(info[ "episode" ][ "l" 

if len (self.episode_rewards) > 0 : 

self.logger.record( "rollout/ep_rew_mean" , np.mean(self.episode_rewards)) 

self.logger.record( "rollout/ep_len_mean" , np.mean(self.episode_lengths)) 

self.episode_rewards = [] 

self.episode_lengths = [] 

return True 

# ... (rest of your script) 

if __name__ == "__main__" : 

# ... 

rollout_logger_callback = RolloutLoggerCallback() 

model.learn( 

total_timesteps= int ( 6048000 ), # total_timesteps = stage_interval 

callback=[checkpoint_callback, stage_increase_callback, rollout_logger_callback] 

) 

# ... 

This custom callback collects episode reward and length data from the 

environment's dictionary and logs the mean reward and mean length info 

at each step. By adding to the list of callbacks in rollout_logger_callback 

the function, you'll be able to see the "rollout" data printed model.learn() 

during training. 

import os 

import random 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.vec_env import SubprocVecEnv 

from stable_baselines3.common.callbacks import BaseCallback, 

CheckpointCallback 

from stable_baselines3.common.evaluation import evaluate_policy 

from custom_cnn import CustomCNN 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RolloutLoggerCallback(BaseCallback): 

def __init__(self, verbose=0): 

super(RolloutLoggerCallback, self).__init__(verbose) 

self.episode_rewards = [] 

self.episode_lengths = [] 

def _on_step(self) -> bool: 

infos = self.locals.get("infos", None) 

if infos is not None: 

for info in infos: 

if "episode" in info: 

self.episode_rewards.append(info["episode"]["r"]) 

self.episode_lengths.append(info["episode"]["l"]) 

if len(self.episode_rewards) > 0: 

self.logger.record("rollout/ep_rew_mean", 

np.mean(self.episode_rewards)) 

self.logger.record("rollout/ep_len_mean", 

np.mean(self.episode_lengths)) 

self.episode_rewards = [] 

self.episode_lengths = [] 

return True 

class RandomOpponentChangeCallback(BaseCallback): 

def __init__(self, stages, opponent_interval, verbose=0): 

super(RandomOpponentChangeCallback, self).__init__(verbose) 

self.stages = stages 

self.opponent_interval = opponent_interval 

def _on_step(self) -> bool: 

if self.n_calls % self.opponent_interval == 0: 

new_state = random.choice(self.stages) 

print("\nCurrent state:", new_state) 

self.training_env.env_method("load_state", new_state, indices=None) 

return True 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def main(): 

# Set up the environment and model 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

state_stages = [ 

"ChampionX.Level1.ChunLiVsKen", 

"ChampionX.Level2.ChunLiVsChunLi", 

"ChampionX.Level3.ChunLiVsZangief", 

"ChampionX.Level4.ChunLiVsDhalsim", 

"ChampionX.Level5.ChunLiVsRyu", 

"ChampionX.Level6.ChunLiVsEHonda", 

"ChampionX.Level7.ChunLiVsBlanka", 

"ChampionX.Level8.ChunLiVsGuile", 

"ChampionX.Level9.ChunLiVsBalrog", 

"ChampionX.Level10.ChunLiVsVega", 

"ChampionX.Level11.ChunLiVsSagat", 

"ChampionX.Level12.ChunLiVsBison" 

# Add other stages as necessary 

] 

# Champion is at difficulty level 4, ChampionX is at difficulty level 8. 

num_envs = 8 

# env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

env = SubprocVecEnv([make_env(game, state_stages[0], seed=i) for i in 

range(num_envs)]) 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': CustomCNN 

} 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=540, 

batch_size=64, 

learning_rate=0.0003, 

ent_coef=0.01, 

clip_range=0.2, 

gamma=0.99, 

gae_lambda=0.95, 

tensorboard_log="logs/" 

) 

# Set the save directory 

save_dir = "trained_models_continued_new" 

os.makedirs(save_dir, exist_ok=True) 

# Load the model from file 

# Change the path to the actual path of the model file 

model_path = "trained_models/ppo_chunli_1296000_steps.zip" 

# Load model and modify the learning rate and entropy coefficient 

# custom_objects = { 

# "learning_rate": 0.0002 

# } 

model = PPO.load(model_path, env=env, device="cuda")#, 

custom_objects=custom_objects) 

# Set up callbacks 

opponent_interval = 540 # stage_interval * num_envs = 

total_steps_per_stage 

checkpoint_interval = 54000 # checkpoint_interval * num_envs = 

total_steps_per_checkpoint (Every 80 rounds) 

checkpoint_callback = CheckpointCallback(save_freq=checkpoint_interval, 

save_path=save_dir, name_prefix="ppo_chunli") 

stage_increase_callback = 

RandomOpponentChangeCallback(state_stages, opponent_interval, 

save_dir) 

rollout_logger_callback = RolloutLoggerCallback() 

model.learn( 

total_timesteps=int(6048000), # total_timesteps = stage_interval * 

num_envs * num_stages (1120 rounds) 

callback=[checkpoint_callback, stage_increase_callback, 

rollout_logger_callback] 

) 

mean_reward, _std_reward = evaluate_policy(model, env, 

n_eval_episodes=10) 

# Save the final model 

model.save(os.path.join(save_dir, "ppo_sf2_chunli_final.zip")) 

if __name__ == "__main__": 

main() 

With this new script, the terminal prints nothing now: 

(StreetFighterAI) PS C:\Users\unitec\Documents\AIProjects\street-fighter- 

ai\001_image_stack> python .\train.py 

Using cuda device 

C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py:137: UserWarning: You have 

specified a mini-batch size of 64, but because the `RolloutBuffer` is of size 

`n_steps * n_envs = 4320`, after every 67 untruncated mini-batches, there 

will be a truncated mini-batch of size 32 

We recommend using a `batch_size` that is a factor of `n_steps * n_envs`. 

Info: (n_steps=540 and n_envs=8) 

warnings.warn( 

Current state: ChampionX.Level4.ChunLiVsDhalsim 

Current state: ChampionX.Level1.ChunLiVsKen 

Current state: ChampionX.Level5.ChunLiVsRyu 

I apologize for the confusion. The issue is that the rollout information is not 

available for the environment. To access the rollout SubprocVecEnv 

information, you'll need to use the class instead. Note that DummyVecEnv 

this may slow down the training process as it will run the environments 

sequentially rather than in parallel. 

Here's the modified version of your script that uses and DummyVecEnv 

should print the rollout information: 

python Copy code 

import os 

import random 

import retro 

import numpy as np 

from stable_baselines3 import PPO 

from stable_baselines3.common.vec_env import DummyVecEnv # <-- Import 

from stable_baselines3.common.callbacks import BaseCallback, CheckpointCallback 

from stable_baselines3.common.evaluation import evaluate_policy 

from custom_cnn import CustomCNN 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

class RolloutLoggerCallback ( BaseCallback ): 

# ... (rest of the class code) 

# ... (rest of your script) 

def main (): 

# ... (rest of your script) 

# Use DummyVecEnv instead of SubprocVecEnv 

env = DummyVecEnv([make_env(game, state_stages[ 0 ], seed=i) for 

# ... (rest of your script) 

if __name__ == "__main__" : 

main() 

Remember that this change will cause your training to run slower because the 

environments will be executed sequentially instead of in parallel. However, 

you should now be able to see the rollout information in the terminal. 

import gym 

import retro 

import optuna 

from stable_baselines3 import PPO 

from stable_baselines3.common.evaluation import evaluate_policy 

from custom_cnn import CustomCNN 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env.seed(seed) 

return env 

return _init 

def objective(trial): 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

env = make_env(game, state="ChampionX.Level1.ChunLiVsKen")() 

# Suggest hyperparameters 

learning_rate = trial.suggest_float("learning_rate", 5e-5, 1e-2, log=True) 

n_steps = trial.suggest_int("n_steps", 256, 8192, log=True) 

batch_size = trial.suggest_int("batch_size", 8, 128, log=True) 

gamma = trial.suggest_float("gamma", 0.9, 0.9999) 

gae_lambda = trial.suggest_float("gae_lambda", 0.9, 1.0) 

clip_range = trial.suggest_float("clip_range", 0.1, 0.4) 

ent_coef = trial.suggest_float("ent_coef", 1e-4, 1e-2, log=True) 

vf_coef = trial.suggest_float("vf_coef", 0.1, 1.0) 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': CustomCNN 

} 

# Train the model 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=n_steps, 

batch_size=batch_size, 

learning_rate=learning_rate, 

ent_coef=ent_coef, 

clip_range=clip_range, 

vf_coef=vf_coef, 

gamma=gamma, 

gae_lambda=gae_lambda 

) 

for iteration in range(10): 

model.learn(total_timesteps=10000) 

mean_reward, _std_reward = evaluate_policy(model, env, 

n_eval_episodes=10) 

trial.report(mean_reward, iteration) 

if trial.should_prune(): 

raise optuna.TrialPruned() 

return mean_reward 

study = optuna.create_study(direction="maximize") 

study.optimize(objective, n_trials=100, timeout=7200) # Run optimization for 

100 trials or 2 hours, whichever comes first 

print("Best trial:") 

trial = study.best_trial 

print(" Value: ", trial.value) 

print(" Params: ") 

for key, value in trial.params.items(): 

print(f"{key}: {value}") 

My tuning script got the following terminal warnings. Should I be worried and 

modify my script? 

C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\evaluation.py:65: UserWarning: 

Evaluation environment is not wrapped with a ``Monitor`` wrapper. This may 

result in reporting modified episode lengths and rewards, if other wrappers 

happen to modify these. Consider wrapping environment first with 

``Monitor`` wrapper. 

warnings.warn( 

The warning you see is not critical and doesn't necessarily mean you have to 

modify your script. The function is simply informing you evaluate_policy 

that the environment you passed to it is not wrapped with a Monitor 

wrapper from Gym. The wrapper is used to record various Monitor 

statistics about the agent's performance in the environment, such as episode 

lengths and rewards. 

In your specific case, the warning states that if there are any other wrappers 

modifying the rewards or episode lengths, the evaluation function might not 

report the original values. If you are certain that your environment does not 

modify the rewards or episode lengths, you can safely ignore the warning. 

However, if you want to get rid of the warning and ensure the proper 

recording of statistics, you can add the wrapper to your Monitor 

environment like this: 

python Copy code 

from stable_baselines3.common.monitor import Monitor 

def make_env ( game, state, seed= 0 ): 

def _init (): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env = Monitor(env) # <-- Add the Monitor wrapper 

env.seed(seed) 

return env 

return _init 

Adding the wrapper should get rid of the warning and ensure Monitor 

proper evaluation statistics recording. 

C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py:261: FutureWarning: Non-finite norm 

encountered in torch.nn.utils.clip_grad_norm_; continuing anyway. Note that 

the default behavior will change in a future release to error out if a non-finite 

total norm is encountered. At that point, setting error_if_nonfinite=false will 

be required to retain the old behavior. 

th.nn.utils.clip_grad_norm_(self.policy.parameters(), self.max_grad_norm) 

[W 2023-03-30 12:03:24,137] Trial 0 failed with parameters: {'learning_rate': 

0.00034438774895203085, 'n_steps': 5303, 'batch_size': 22, 'gamma': 

0.927947323317915, 'gae_lambda': 0.9386659350622153, 'clip_range': 

0.29759360527512746, 'ent_coef': 0.0003682678083385536, 'vf_coef': 

0.24797546144593585} because of the following error: ValueError('The 

parameter logits has invalid values'). 

Traceback (most recent call last): 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\optuna\study\_optimize.py", line 200, in _run_trial 

value_or_values = func(trial) 

File ".\tune.py", line 62, in objective 

model.learn(total_timesteps=100000) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 299, in learn 

return super(PPO, self).learn( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 254, in 

learn 

self.train() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 199, in train 

values, log_prob, entropy = 

self.policy.evaluate_actions(rollout_data.observations, actions) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 639, in 

evaluate_actions 

distribution = self._get_action_dist_from_latent(latent_pi, latent_sde) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 610, in 

_get_action_dist_from_latent 

return self.action_dist.proba_distribution(action_logits=mean_actions) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\distributions.py", line 379, in 

proba_distribution 

self.distribution = Bernoulli(logits=action_logits) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\distributions\bernoulli.py", line 48, in __init__ 

super(Bernoulli, self).__init__(batch_shape, validate_args=validate_args) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\distributions\distribution.py", line 53, in __init__ 

raise ValueError("The parameter {} has invalid values".format(param)) 

ValueError: The parameter logits has invalid values 

[W 2023-03-30 12:03:24,139] Trial 0 failed with value None. 

Traceback (most recent call last): 

File ".\tune.py", line 73, in <module> 

study.optimize(objective, n_trials=100, timeout=7200) # Run optimization 

for 100 trials or 2 hours, whichever comes first 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\optuna\study\study.py", line 425, in optimize 

_optimize( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\optuna\study\_optimize.py", line 66, in _optimize 

_optimize_sequential( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\optuna\study\_optimize.py", line 163, in _optimize_sequential 

frozen_trial = _run_trial(study, func, catch) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\optuna\study\_optimize.py", line 251, in _run_trial 

raise func_err 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\optuna\study\_optimize.py", line 200, in _run_trial 

value_or_values = func(trial) 

File ".\tune.py", line 62, in objective 

model.learn(total_timesteps=100000) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 299, in learn 

return super(PPO, self).learn( 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\on_policy_algorithm.py", line 254, in 

learn 

self.train() 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\ppo\ppo.py", line 199, in train 

values, log_prob, entropy = 

self.policy.evaluate_actions(rollout_data.observations, actions) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 639, in 

evaluate_actions 

distribution = self._get_action_dist_from_latent(latent_pi, latent_sde) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\policies.py", line 610, in 

_get_action_dist_from_latent 

return self.action_dist.proba_distribution(action_logits=mean_actions) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\stable_baselines3\common\distributions.py", line 379, in 

proba_distribution 

self.distribution = Bernoulli(logits=action_logits) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\distributions\bernoulli.py", line 48, in __init__ 

super(Bernoulli, self).__init__(batch_shape, validate_args=validate_args) 

File "C:\ProgramData\Anaconda3\envs\StreetFighterAI\lib\site- 

packages\torch\distributions\distribution.py", line 53, in __init__ 

raise ValueError("The parameter {} has invalid values".format(param)) 

ValueError: The parameter logits has invalid values 

import gym 

import retro 

import optuna 

from stable_baselines3 import PPO 

from stable_baselines3.common.monitor import Monitor 

from stable_baselines3.common.evaluation import evaluate_policy 

from custom_cnn import CustomCNN 

from street_fighter_custom_wrapper import StreetFighterCustomWrapper 

def make_env(game, state, seed=0): 

def _init(): 

env = retro.RetroEnv( 

game=game, 

state=state, 

use_restricted_actions=retro.Actions.FILTERED, 

obs_type=retro.Observations.IMAGE 

) 

env = StreetFighterCustomWrapper(env) 

env = Monitor(env) 

env.seed(seed) 

return env 

return _init 

def objective(trial): 

game = "StreetFighterIISpecialChampionEdition-Genesis" 

env = make_env(game, state="ChampionX.Level1.ChunLiVsKen")() 

# Suggest hyperparameters 

learning_rate = trial.suggest_float("learning_rate", 5e-5, 1e-2, log=True) 

n_steps = trial.suggest_int("n_steps", 256, 8192, log=True) 

batch_size = trial.suggest_int("batch_size", 8, 128, log=True) 

gamma = trial.suggest_float("gamma", 0.9, 0.9999) 

gae_lambda = trial.suggest_float("gae_lambda", 0.9, 1.0) 

clip_range = trial.suggest_float("clip_range", 0.1, 0.4) 

ent_coef = trial.suggest_float("ent_coef", 1e-4, 1e-2, log=True) 

vf_coef = trial.suggest_float("vf_coef", 0.1, 1.0) 

# Using CustomCNN as the feature extractor 

policy_kwargs = { 

'features_extractor_class': CustomCNN 

} 

# Train the model 

model = PPO( 

"CnnPolicy", 

env, 

device="cuda", 

policy_kwargs=policy_kwargs, 

verbose=1, 

n_steps=n_steps, 

batch_size=batch_size, 

learning_rate=learning_rate, 

ent_coef=ent_coef, 

clip_range=clip_range, 

vf_coef=vf_coef, 

gamma=gamma, 

gae_lambda=gae_lambda 

) 

for iteration in range(10): 

model.learn(total_timesteps=100000) 

mean_reward, _std_reward = evaluate_policy(model, env, 

n_eval_episodes=10) 

trial.report(mean_reward, iteration) 

if trial.should_prune(): 

raise optuna.TrialPruned() 

return mean_reward 

study = optuna.create_study(direction="maximize") 

study.optimize(objective, n_trials=100, timeout=7200) # Run optimization for 

100 trials or 2 hours, whichever comes first 

print("Best trial:") 

trial = study.best_trial 

print(" Value: ", trial.value) 

print(" Params: ") 

for key, value in trial.params.items(): 

print(f"{key}: {value}") 

I see that you have updated the script to include the wrapper, Monitor 

which should help address the UserWarning. 

However, the other warnings and errors you encountered are related to the 

training process and hyperparameters. 

The about the non-finite norm encountered in FutureWarning 

is a warning that may indicate an torch.nn.utils.clip_grad_norm_ 

issue with gradients in your model training. While it might not cause an 

immediate problem, it's a good idea to look into the cause of this issue to 

avoid potential problems in the future. It could be related to the specific 

hyperparameters being used or issues with the model architecture. 

The about invalid values for the parameter is a ValueError logits 

more critical error, as it causes the trial to fail. This error might be caused 

by a combination of hyperparameters that result in invalid action logits 

when using the Bernoulli distribution. You may need to investigate the 

cause of these invalid values and adjust the hyperparameter search space 

or model architecture to prevent this error. 

It's important to address these issues to ensure stable and reliable training. 

You can try narrowing down the search space for your hyperparameters to 

exclude potentially problematic combinations or adjusting the model 

architecture to prevent issues with gradients and logits. 

Could you help me modify the script to avoid the error? 

Certainly! I suggest updating the hyperparameter search space to prevent the 

error. Specifically, I recommend adjusting the search ranges for 

, , and . Here's the modified learning_rate batch_size clip_range 

script: 

python Copy code 

def objective ( trial ): 

# ... 

# Suggest hyperparameters 

learning_rate = trial.suggest_float( "learning_rate" , 1e-4 , 1e-3 

n_steps = trial.suggest_int( "n_steps" , 256 , 8192 , log= True ) 

batch_size = trial.suggest_int( "batch_size" , 16 , 64 , log= True ) 

gamma = trial.suggest_float( "gamma" , 0.9 , 0.9999 ) 

gae_lambda = trial.suggest_float( "gae_lambda" , 0.9 , 1.0 ) 

clip_range = trial.suggest_float( "clip_range" , 0.1 , 0.3 ) 

ent_coef = trial.suggest_float( "ent_coef" , 1e-4 , 1e-2 , log= True 

vf_coef = trial.suggest_float( "vf_coef" , 0.1 , 1.0 ) 

# ... 

These changes should help avoid the ValueError by restricting the search 

space to a more reasonable range. However, note that it might still be 

necessary to fine-tune the search space further or adjust the model 

architecture to completely eliminate the error. 

Additionally, keep in mind that adjusting the search space can impact the 

performance of the trained model, so it's essential to carefully monitor the 

results and modify the ranges accordingly. 


